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Abrams:
Okay.  Looks like we’re ready to go.  So this lesson is designing for Managed-Memory World.  So one of the biggest things about writing a framework for the CLR is we have managed memory to deal with.  We have somebody else doing the memory allocation.  And I wanted to spend some time talking a little bit about that, and specifically how it affects you as a platform designer here.

Okay.  So first, let’s talk about garbage collection.  How does it affect your API design?  Well, the first point is, of course, there are no memory leaks, right?  No?  There are still memory leaks?  Well, there is a different kind of memory leak.  How about that?  So the kind of memory leak that we don’t have is, in the old world, you used to malloc some memory and then forget to do a free or add ref and forget to do a release, or whatever the pair is.  And in the new world, the garbage collector ultimately owns all the memory, and the garbage collector will free that stuff when there are no longer any references.  But there can still sort of be leaks, right?  What are the sort of leaks?  Well, if you keep a reference to that object alive, then the garbage collector can’t free that.  So lots of times, what happens is you think you’ve gotten rid of that whole graph of objects, but there’s still one guy holding on to it with a reference, and then you’re stuck.  The garbage collector can’t free that until you drop all your references to it.

The other one, I think, is a big issue.  No memory ownership issue.  If you go read the WIN32 API documentation, you’ll see, okay, I allocate this structure first and pass it in and then you populate it, and then I free it.  Or do I tell you the size and you allocate it and then I free it later or you know, there are all these debates going on about who owns that memory and where it’s supposed to be freed.  And many times, developers just give up on that and say, “Okay, whatever.  Well, it’ll be free when the application shuts down,” and that’s not such a good plan.

In our world, the garbage collector owns all the managed memory, so there’s no memory ownership issue, whether you created it and pass it to the application, the application creates and you start using it.  There’s no problem with any of that, because there’s no ambiguity.  The garbage collector owns it all.

And finally, I think it enables a more functional style of programming.  What I mean by that is, it is easy to chain methods together.  The results from one method can be passed directly to another method, which can be passed directly to another method.  And that style of programming is generally more productive than having to think about where to do the allocations and again, the ownership kinds of issues.

So I mean, it hasn’t been an issue recently, but when I first started giving this class, there was always somebody in the class, and maybe I have somebody in the class here that would say that they can write a better memory allocator than the garbage collector--than the one we’ve been listing in the CLR.  Does anyone have a better memory allocator than the CLR?  Okay.  I have a job for you then.

The truth is, for a specialized case, if you knew your allocation pattern and somebody on the exchange team was talking about how they know the message header size, it’s a fixed size.  They understand the rate of allocations of those things and the pattern for freeing it.  And they have a special case scenario for how that thing works.  They can write a better memory manager for that thing.  So you got me.  You can do a better memory manager if you understand the allocation pattern of your scenario in depth.

But the thing is, that’s again one of those local views we were talking about earlier.  Well, that’s fine if you have a machine and it only ever runs your source code.  You’re just going to shrink-wrap that and the client’s going to plug it in and not add anything to it.  But even in server environments and definitely on client environments, we’re finding more and more of a case of the world’s a lot more component-oriented than that.  Even on an exchange server, it turns out there are tons of places to plug in your own code and put your own filters in there, or your own add-ons.  Or maybe there are other applications running on that machine.  So you actually might defeat the overall global view of the world by overly optimizing your view.  So the great thing the garbage collector  does, today, on a process basis and in the future, on a machine-wide basis, but the great thing the garbage collector  does is it is able to look at the whole world, then watch who’s started and who’s not, and make sure that people get the appropriate amount of memory for their usage.

To give you an analogy of this problem, the garbage collector doesn’t address this problem today.  But just as an analogy, my wife worked on a small business server and in V1, they were apparently one of the first groups to put SQL Server and Exchange on the box at the same time.  And those apps had a memory ownership issue, because the SQL server allocation strategy was, “Is there more memory on the machine?”  Yes, allocate a bit more.  Is there still more?  Allocate a bit more.  Because anything they could cache in memory, they could get faster results.  And the exchange guys had a slightly different memory allocation problem.  They’d say, “Oh, are we under memory pressure?  Okay, under memory pressure?  Okay.  I’ll release a little bit more of my cache.  Oh, under memory pressure?  Okay, I’ll release a little bit more of my cache.”  And so they would just find SQL sucks up all the memory and Exchange crashes, was sort of the result.  And they were kind of scratching their heads about why that was.  And it was because there was nobody governing the memory usage on the machine.  And I think the same kinds of things happen.  Different components in the same application and how those things interact.  And if everyone is doing their own kind of micro-memory management, they’re allocating these large arrays and doling them out and things like that, then the garbage collector  is not able to do his job, which is demands the memory of those things.

But there is an issue.  So part of my speech is “have faith in the garbage collector and let it do its job.”  But the garbage collector’s job is to manage managed memory and not unmanaged memory.  And we’re going to talk about that issue here a bit.  So what the garbage collector doesn’t do is, it doesn’t manage things like Hwnd, file handles, database connections, sockets, these, what I’m going to lump together and call “unmanaged resources.”  The garbage collector doesn’t know anything about them, so it’s your responsibility.  As a library developer, what we want to do is let the garbage collector worry about memory and let you worry about resources.  And then the application developer doesn’t have to worry about either.  Well, that’s sort of the ideal place to be.  So we’re going to spend a fair amount of time here talking about your place in that world.

Rico talked a little bit about it, but I just want to hit a couple of points about how the garbage collector works.  Most of this I think you could put in the “Wow, that’s interesting,” bucket, but it doesn’t deeply affect your designs.  But we have a generational mark-and-sweep collector.  To the first order of approximation, that’s how it works.  It’s a little bit more complicated than I’m going to describe, but it’s a generational collector in the first part.  And what that is, is we’ve segmented all the memory on the machines into roughly three generations.  And we did that because we noticed two really common allocation patterns.  One allocation pattern is what we call “small short-lived objects.”  So we noticed that there’s a bunch of allocations where you dim up a small object, or you create a small object, and you use it very briefly and then it falls out of scope and it gets collected.  And that’s pretty common.  And then, the other thing we noticed is there are large, long-lived objects.  And those are things like your document tree or something, at startup time, you create this massive tree and you hang some nodes off it.  But during the course of the execution of your program, maybe you go and tweak some things on that thing, change some things here and there, but it largely stays intact for the life of the application.  And when the application shuts down, that object leaves.  So the generational pattern addresses that fairly well.  All objects are allocated in gen zero to start with, and the small short-lived objects stay in gen zero.  And gen zero is sized appropriately to fit on the L2 processor cache, so that means that the access to memory in that bucket is very quick.  It’s order of magnitude is quicker than it is to get out to main memory.  So that means that these small, short-lived objects are very cheap.

Now, as the object lives and survives generation after generation, the object’s still alive.  Then it gets promoted to the next generation and then the next Generation 2 (Generations 0, 1 and 2), the third generation is actually allocated in the NT fixed heap.  So by the time these large, long-lived ones get to the NT fixed heap, they’re not moved any more.  The garbage collector  doesn’t move these large objects around in memory, kind of wasting time copying them, because we know, by the time it’s lived that long and it’s that big, then it’s just going to be allocated in the fixed heap and it won’t be moved by the garbage collector.  So that’s the generational aspect of it.

Oh, and then, there’s the mark-and-sweep aspect of it.  As we collect each one of those generations, how does that work?  Well, it’s what we call mark-and-sweep.  So actually, the term “garbage collector” is a little bit of a misnomer, because it doesn’t collect garbage, in terms of instances that are no longer used.  The garbage collector doesn’t know about those.  It only knows about what is currently used.  And so it’s kind of a “stuff collector.”  So what the garbage collector does is it finds all the roots in your program, all the local variables, all the static members, anything that you’re holding reference to, and it starts walking them.  And as it walks them, it puts a little tick on them.  “Yep, okay, seen that one, seen that one.”  It goes between instants and finds all the fields it has and starts walking those graphs and takes a tick on every one it sees.  And then everything it’s made a tick on, it moves to the new generation.  And anything it didn’t move, it wipes clean.  So that means that if you have a circular reference - this was a problem in com where object A depends on B, and B depends on A, and they’re each keeping each other alive.  Then what will happen to those in this mark-and-sweep world?  I will never find them, right?  Yeah, they’re keeping each other alive, but no one’s keeping either of them alive but no route results in finding them, so they’ll get washed away as garbage, which is what we intend.  Does that make sense?

Okay.  So that’s the real brief bit on generational mark-and-sweep collector.  So a couple of actual tangible takeaways for you on that is that the exact time of finalization is unspecified, and the exact thread of finalization is unspecified.  So finalization happens when that object falls out of scope and the collector actually frees that memory, that’s when the finalizer is called.  And that could happen at any time.  So in particular, the garbage collector only kicks off a collection if it’s under memory pressure.  If the system needs more memory, then the garbage collector will kick in and try and free some memory, but if the system doesn’t need any memory, it won’t waste the time doing the collection.  So the finalization could take a while to get kicked off.

Okay.  So let’s get back to your role in this.  As a framework developer, what do you have to do?  Well, your job is to encapsulate the external resource.  And so the sort of steps you need to do are to add a finalizer to your class, if your class is encapsulating some external resource, like an HWIN or a database connection, or a socket, some kind of external resource, then you need to finalizer on your class.  If you allocated it, the garbage collector doesn’t know how to free it.  So you have to free that resource.  And C# is called a “destructor.”  And then, I strongly advise that you provide a way for the application developers to explicitly call your dispose method, or explicitly free that.  And that’s important, because the exact time of finalization’s unspecified.  I actually talked to a customer one time who paid per minute to be connected to this database.  By just having an open connection, they were paying per minute for that.  So they didn’t want, “Oh, yeah, sure, whatever the GC gets around.  That’s fine.  Close that connection.”  “No, I’m paying per minute.  You close that connection.”  And a lot of times, it’s not that extreme, but it is a good idea for resource usage to close the resource as soon as you can.  And so we formalize that in what we call the “IDisposable pattern.”  And what it does is it is a signal to users that there are some resources here that they may need to explicitly free, or may want to explicitly free.  Now, keep in mind there are still no memory ownership issues here, because the GC's still the ultimate governor.  The GC will free those resources.  These things will not leak indefinitely.  The GC will free them.  If you did your job right and put the finalizer, then the GC will free.  We’re not depending on users calling dispose.  We’re giving them the option to call dispose, if they’re in the scenario where they may need that.

Okay.  So I think it’s interesting to look kind of under the covers again at C#’s dispose syntax.  It kind of gives you an idea of how this thing works a little bit.  So you put ~resource or ~class name, very similar to C++’s destructors, but has very different semantics.  So what this translates to is a protected override of the finalize method, and if you go read the contract for finalize, what it will tell you is, you do your processing and then when you’re done, call base.finalize to let your base class do its processing, do its clean-up routine.  So that’s exactly what it does for you. You notice how it takes your implementation and represents that and there are three dots?  And it puts it in a try-finally.  Why do you think it wraps it in a try-finally?

Q:  
Question from the Audience 

A:  
Yeah.  No matter what kind of sloppy code you write in your finalize, at least your base class will get a chance to run.  Does that make sense?  So again, just emphasizing the try-finally stuff we talked about earlier, you should have code like that all over your framework.  So that’s how that translates.  And it’s really different than the C++ destructor.  Does it make sense why it’s different?  When does the C++ destructor run?  At the end of the scope.  Like, some time at the end of the scope?  Like, exactly at the end of the scope, like the back of the scope doesn’t execute.  It doesn’t actually exit until all the destructors have been run.  So that’s the C++ world.  The C# world, the managed world’s different.  The destructors are run sometime after they may have fallen out of scope. 

Q:  
Question from the Audience
A:  
It will always run.  You know, always, if you take the hard drive out and rip it, it won’t run.  If you rude-abort the process, if you kind of, you know, yeah, there are some times it won’t run, but for all the mainstream cases, it will run.

Q:  
Question from the Audience
A:  
Yeah.

Q:  
Question from the Audience
A:  
Yeah, you’re saying you can’t rely on your finalizer being called only once.  Yeah, that’s fair.  Yeah, you can’t rely on it.  You can’t rely on it, but the GC's not going to call you more than once.  I mean, the GC won’t call you more than once, but somebody else could technically get a hold of you and do it.  C# won’t actually let you do it.  You can’t actually do a direct call to your destructor in C#.  But somebody malicious certainly could. 


Okay.  So I told you to implement finalize.  And now, I’m going to tell you don’t.  You should only implement finalize on objects that really need finalization.  And the reason that is, is because when the GC finally gets ready, nobody’s touching this instance any more.  No one’s holding this instance alive.  The GC's ready to reclaim that memory and reuse it.  And again, “Oh man, I can’t, though, because you have a finalizer.”  So I’ll have to promote you to the next generation.  You have to live an order of magnitude longer to give your finalizer a chance to run.  So what tends to happen is, your working set, your amount of memory that you’re using, is larger than it needs to be.  If you have a lot of types that have finalizers, then your working set will be larger, because those instances will live longer.  So one strategy to deal with that problem that we advocate is to closely isolate the class that encapsulates the handle.  So have some class that represents the HWIN and isolate that.  And don’t have anything else in it.  It’s just that thing.  And then it’s a private class.  And there’s some bigger class that we expose to users, but it doesn’t have a finalize at all.  That’s maybe a more common, or a better pattern.


So you should free any extra resources you own in your finalize.  So in your finalize method, you want to free anything that your type owns.  Don’t free any managed memory, because the garbage collector’s going to deal with the managed memory.  You want to free only things you own.  And you don’t want to throw in the finalizer, or you want to do kind of simple operations that are not going to throw in exceptions, because they’re very hard to debug - the exception, where does it go?  Like who called the finalize?  Well, the garbage collector so it’s very hard to debug.  But usually the symptom is, people say, “Oh, this file handle’s not getting closed.  The GC must not be calling my finalize method.”   And then we drill into it and realize “Yes, we called your finalize method and you just threw an exception.”  So you should avoid that.



You also shouldn’t block or weigh in your finalizer.  So this is a kind of a good citizen thing to do.  If you block or weigh in the GC, the finalizer, the GC actually watches the finalization cue and makes sure it’s continuing to drain.  If it’s not continuing to drain, it’ll start killing stuff that’s taking too long to execute.  So you shouldn’t do any kind of synchronous networking calls, or take any kind of locks or do anything that could deadlock.  You want to just free your external resources and get out of there.  And as I mentioned, you should not use thread local stores or anything like that, because actually in Whidbey, we’re starting to have multiple different threads that the finalizer runs on.


Okay.  So the dispose pattern.  So you should implement the dispose pattern whenever you have a finalizer, and that gives developers this explicit way to control things.  And in your dispose, you want to free any external resources that you own, as well as propagating dispose throughout your containment hierarchy, that is, if you contain other types, then that which they are disposable.  So for example, if you’re a form and on the form, there’s a button and list box and whatever, and you dispose the form, then form would want to call dispose on button and list box.  And list box might want to call dispose on Element One and Element Two, and whatever.


So we’re going to look at a code example of dispose in just a second.  It’ll be more clear.  But also in dispose, what you want to do is suppress finalization, because once you’ve done the clean-up work and you’ve freed those external resources, you want to call suppress finalization, because once you’ve done the clean-up work, you might as well tell the GC, “Look, you don’t need to call my finalize method.”  And that will allow that instance to get freed earlier than it otherwise would, and it helps your working set issues.


Dispose itself can be called multiple times.  So with complex containment hierarchies, and everybody propagating dispose to their hierarchies, it’s possible you could get called more than once in your dispose.  You need to be resilient for that and kind of set up data as if you’ve been disposed or not and deal with that.  


So as I mentioned before, with your dispose, you should not assume that your dispose will be called.  You know, I’ve had a lot of debates with people about this.  If I’m using a disposable type, is it an error if I don’t call dispose on it?  Like, I know somebody that in their finalizer for their type, they wanted to assert in the finalizer that, “Hey, if you got to my finalizer, you have a bug in your code.”  And for the most part, I don’t buy that.  For the most part, I think dispose is an option we’re providing to application developers.  We’re giving application developers the option to clean up a little earlier than we would otherwise.  But the beauty of this system is that even if you don’t do that, the stuff will still be cleaned up.  So dispose is optional.  Now, that’s for our application developers.  For you, building library and framework code, you probably should clean things up as soon as you can. 


So in your dispose method, you want to call your base class a dispose and I’ll show an example of how to do that.  And then, the other thing you need to do is once you’re disposed, your object is kind of a zombie state, right?  You’ve disposed, the key resource you have no longer exists, but people could still be calling your other methods.  Now, that would be an error.  If a developer calls dispose on you and then tries to call other methods, I consider that an error and you should throw an exception for that.


Now, in some cases in the framework, what we do is we just say, “Oh, you must not have meant to dispose me.  I’ll just reacquire that handle and recreate myself.”  That’s certainly an okay thing to do.  You’re kind of making life easy for developers, so I’m not going to argue with you.  But it is a fair amount of work and you should make sure you’re signed up to fully do that job, if you decide to.


So any other questions?  Yeah?

Q:
Question from the Audience
A:
Is the garbage collector run on the application thread, or does it have its own thread?  The answer is unspecified.  The garbage collector can run on whatever it wants to.  In practice in our implementation, it has its own thread that it runs on.

Q:
Question from the Audience 
A:
Thank you. 

Q:
Question from the Audience
A.
Yes, it does get executed.  He said, “Does it get executed under user context?”  Certainly, the thread identity that it’s run under is the user context.  It’s not kind of some magic system privilege that the GC has.


Okay.  So let’s kind of press on here for Part 2.  So here’s the dispose pattern.  It’s kind of so much easier to look at the code than it is the words that we just talked about.  So let’s walk through this, a bit at a time here.  So the first thing to recognize is that we have a finalize method here.  You see that the ~resource, that’s the destructor.  And we have a dispose method.  And in the dispose method, we call this Booldispose pass in true, and in the finalize, we call dispose pass in false.  Remember, the run time only really knows about this finalize method.  Everything else is a pattern, right?  Dispose comes from IDisposable and this bool thing is just a pattern.  We cooked it up, because we wanted all your clear logic to be in one single method.  And that helps you get it right, I think.  So in here, in the dispose(bool), if you’re disposing, so if you were called from somebody calling dispose, then you want to free all your dependent objects.  So anything that you’re containing.  So that’s like the button and the list box on the form.  If forms means dispose, you want a free button and list box.  And then you would say, “Hey, set your bit that says you’ve been disposed, in case you get called again.”  And then, in either case, you want to free your unmanaged resources.  So you want to go ahead and free the database connection or the HWIN, or whatever.  And then, you notice we could move this gc.suppress finalize down, but it’s only really relevant in the dispose case.  In the dispose case, we set gc.suppress finalize to say, “Okay, garbage collector.  Clear that bit on me.  I don’t need to be finalized.  I’ve already taken care of that.”  And then, down here in the dispose in the finalizer, I call dispose pass in faults.  And so I avoid all this code here where it’s touching all these managed references.  Because remember, I’m in my special state now.  I mean, the garbage collector is free, is calling my finalize method.  And the world could be falling down around me.  You could be in the case of the application shutting down and the garbage collector’s just freeing instances left and right around you.  Things that allocated you might have already been freed, for example.  So you want to only touch stuff that you know you can access.  So touch, just come in and free the unmanaged resources and get out.  So any questions about the pattern while we have it up?  Yeah.

Q:
Question from the Audience
A:
If the dependent objects also have unmanaged sources?

Q:
Question from the Audience
A:
No.  Well, you could be in two cases.  If you’re being disposed, then you call dispose and there’re dependent objects and they’ll take care of it.  If you’re being finalized, then the garbage collector will take care of it.  Because if you’re being finalized, then you no longer have a reference to them.  And if you were their only reference, then the garbage collector knows they need to be cleaned up.  And if you’re not their only reference, then they don’t need to be cleaned up.

Q:
Question from the Audience
A:
His question is, “What if somebody calls dispose and you’re not the only guy who has the reference?”  So the truth is, there are some ownership issues.  And that’s around who can call dispose and what happens.  So it’s true, if several have access to you, and one of them calls dispose and another of them calls a method to go do work, then there could be an issue there.  You’ll end up throwing an object-disposed exception.


Okay.  Oh, I'm sorry, yes.

Q:
Question from the Audience
A:
What if it’s not safe to free the unmanaged source?

Q:
Question from the Audience
A.
He’s saying, “What if it’s not a safe place to call, because I’m in a system shutdown mode?”  And there is that beautiful environment that “has shut-down started” that you can now, as of V1.1 we fixed it, so you can actually call that method.  So you can call that method on environment and check to see if the system is shutting down or not.  And then, you can opt into doing some.  I make it sound a little bit too 100 percent.  You should free the unmanaged sources that you need to free.  If there are some that you shouldn’t free, because the system’s shutting down, then that’s fine.


Okay.  So the other thing the dispose does for you, is it enables this using statement.  And I think it’s a pretty powerful pattern to address the issue of nondeterministic finalization.   And what it does is, there are a lot of different patterns from memory usage, for research usage, but one common one is this acquired XQ release pattern.   That’s pretty common.  I open a network socket, I write some bytes to it, I close it.  You know, I open file, I write some data to it or I read some data from it and I close it.  It’s a pretty common pattern.  It’s not the only one, but it’s a common one.  And the using pattern’s great for that.  So again, let me show you inside the using pattern, how it works.  So you say using resource gets new resource.  And then you do your work.  And what happens underneath there is, it wraps it in a try-finally block.  So it does a try, your work, and then in the finally, it checks to make sure resource isn’t null, because hey, man, anything could've happened in your try block.  And then, it casts you to IDisposable and calls your dispose method.  So why do we use the tri-finally here?

Q:
Question from the Audience
A:
Yeah, so even if your res. do work, even if that code throws an exception, no matter what, I still call the dispose.  So you’re guaranteed, no matter how you got to this curly brace at the end of the using statement, no matter how you got there, the dispose will be called.

Q:
Question from the Audience
A:
It is true.  The new is not inside the try.  So if you throw an exception from the constructor here, then you’ll get freed when your finalizer runs.


And then, the other thing is, why do we do this explicit cast IDisposable  disposable?  Why don’t we just call res.dispose?

Q:
Question from the Audience
A:
Right.  Exactly.  The answer was because IDisposable could be explicitly implemented.


Okay.  So just to kind of really bring it home, I want to do one of the “find the bug” kind of things, just to illustrate where a using statement would be good.  But what’s a couple of bugs in this code?

Q:
Question from the Audience
A:
Oh, I'm sorry.  Yeah, back to slide.

Q:
Question from the Audience
A:
What if you do what?

Q:
Question from the Audience
A:
Reassign the res variable?  His question is, “What if I reassign res inside?”  Inside, I say, “res gets new foo.”  And strictly speaking, the C# compiler won’t let you do it.

Q:
Question from the Audience
A:
Yeah, the C#, if you try to assign to res, the C# compiler will say, “res is read-only.”  Now, you know, if you thunked out to IL, you probably could and then, it wouldn’t work.  But you kind of shot yourself in the foot, then.


So okay.  So find the bug in this code.  Any thoughts of some bugs?

Q:
Question from the Audience
A:
Can leak how?

Q:
Question from the Audience
A:
Yes.  Well, what do you mean by “leak”?  Will they eventually be cleaned up?

Q:
Question from the Audience
A:
Yeah.

Q:
Question from the Audience
A:
Yeah.  Yeah.  Yeah.  Yeah.  Yeah, absolutely.  He’s saying if I’m called a lot, then I could squeeze out my memory.  In addition, one of the big nasty problems is, if you don’t close a file handle, then you can’t open that file again, and I’ve often wanted a copy and then open it.  That’s pretty common.  Or copy it, and then copy it again.  And you can’t do that, unless the thing’s closed.  And you look at the code and you say, “Well, but it says closed.  I specifically have a closed thing here.”  What’s an example of when those closed statements wouldn’t get executed?

Q:
Question from the Audience
A:
Yeah, exceptions.  So we kind of drilled that into the head thing.  This output.write method could throw.  Certainly, there are cases where the disk is full, or there’s some problem with the disk where write would throw an exception.


One thing that’s interesting to note here is that output.close could actually throw an exception.  So you actually need nested try-finallys to really do this thing right.  I mean, to really do this thing perfect, you need these nested try-finallys, because in output.close, you still want to attempt to close input.close.  Right?  if output.close throws an exception, you still want to try to close input.close.  So I don't know about you, but it actually took me a little while to get that code right on this slide.  I can imagine in a real-world scenario, it’s even harder than it is on a slide.  Right?


So now, let’s look at what the using statement does for you here.  And you can see how much easier it makes it.  It makes it very intuitive.  Use it on input, use it on output, and you just close the curlies.  And it takes care of it for you.  It’s much easier to debug and read this code.


Okay.  So I want to talk about a couple of Whidbey features that I think really make the resource management problem a lot easier.  So the first is gc.add memory pressure.  Essentially, what this is really good for is that we have a problem today in that the garbage collector only sees the managed memory size of something.  So it’s pretty common.  Something like a GDI object, for example, it has a very small-managed instant size.  And then, it holds onto this big old chunk of memory in unmanaged space.  But the GC's not feeling any pressure.  So it’s kind of like an iceberg, where you only see the top part of it.  And the GC only sees the part above water, but there’s all that memory below water that’s really expensive.  And so because the GC only kicks in, and its whole algorithm for when to collect is based on knowing the size of objects, if it doesn’t know the size of the object, then it doesn’t know when to kick in.  So what this method does, gc.add pressure, is, it says, “Hey, garbage collector you might not know this, but I have just allocated, in more bytes of memory, in unmanaged space.  And you should tune your algorithm accordingly.”


And then, there’s gc.remove pressure that takes that away.  So the pattern for using that is in your constructor you’ll want to call gc.add pressure with the size and in destructor you’ll want to remove that size, and that helps the GC tune its usage.  Yeah?

Q:
Question from the Audience
A:
What do you mean, competing calls?

Q:
Question from the Audience
A:
Yeah.  What she’s asking is, “What if somebody calls add with this much memory and someone else removes with this much?” and whatever.  And the beauty, the simplicity of the system is that it’s just an int that we keep in memory.  So anybody can call however much they want to, and anybody can remove how much they want.  It’s not directly associated with an instance.  So as long as the calls are balanced, as long as for every add you have an appropriate remove, then it’s fine.  But I will point out that you’re a little bit playing with fire here.  You know, you’re kind of helping the GC tune its algorithm, so you should be very careful when you do it.  It’s certainly not for the faint of heart here.  Yeah.

Q:
Question from the Audience
A:
Yeah.  The question is, “So what if you have a bug and you call add, but you forget to call remove, or you’re somehow out of balance?”  The system will be less performant.  The GC won’t be tuned correctly, and that means that collections won’t happen at the right times, or we’ll spend more time in collection than we otherwise need to.  So mainly, it will affect the performance of the system, but not the correctness.  Yeah?

Q:
Question from the Audience
A:
Yeah.

Q:
Question from the Audience
A:
Yeah.

Q:
Question from the Audience
A:
Yeah.  Okay.  So he’s saying I have a bug in my code because if I have a finalize, if I do gc.suppress finalization on this guy, then remove pressure will never be called.  That’s true, but I don’t actually implement IDisposableon here.  But yeah, I agree with you.  I should actually show a full-on example, where you really would do it, and you’d have to do this and the Booldispose thing at the same place when you’re accessing your unmanaged resources, so it would get called.


Okay.  So Whidbey feature number two here is called “handle collector.”  And what handle collector does is, it essentially “teaches” the GC about your resources.  And it teaches that there’s some cost associated with your resources.  So I mentioned the GC only knows about managed resources.  But by using handle collector you’re able to give it some information about the resources that you control, to help it do a better job of allocating.  So the way it works is that you go up to the handle collector and you say, “I want to allocate a new kind of resource.  I’m going to give it my own name, GDI handle, for example.”  And then you say, “The initial threshold is the number that you want allocated, before the GC starts to get worried.”  So up to the first ten, don’t worry about it.  Not a problem.  So the initial threshold is ten.  After ten, start trying to get those back.  Start trying to be a little bit more aggressive about getting those back.  And then, max threshold says, “Fail any allocations that go over that threshold.”  And there’s a continuum between initial and max, where the GC gets more and more aggressive about wanting to collect more memory, collect more frequently.  Of course, you know, the down side of the GC collecting more frequently is the GC's running, and not your code.  So application performance and throughput go down.  But then, the plus side is you’re able to get those extra resources back and recycle them, presumably.  So the way this works, actually, is that you declare a handle type in your class, a new instance of this GC handle, and then you essentially add-ref on it.  So in your constructor what you’ll do is, every time you allocate one of those unmanaged resources, you’ll do an add on it, and then when you delete the object, you’ll do a remove on it.  And the GC kind of watches that and makes sure that those things stay in balance over the course of the running application.  Does this one make sense?  Yeah?

Q:
Question from the Audience
A:
Well, okay.  I was going to mention that.  The truth is that we didn’t modify anything about the GC itself for this.  What we did is, we’re smart about calling the method called gc.collect.  And what this does is, every time you add to it, if you’re over the initial threshold, we evaluate whether we should call gc.collect and to try to get these things back.   And what gc.collect is, it kicks the garbage collector and says, “Hey, now is a good time to collect.”  So every time you add one that’s above the threshold, we get more and more aggressive about calling gc.collect until you get up to max.  And then, once you get up to max, we start throwing from the add method.  We’ll throw a, “You can’t allocate these any more.”  Does that make sense?

Q:
Question from the Audience
A:
That’s a good question.  His question is, “Should I actually be calling dbahandle.add before I get the resource?”  It’s a good question.  The debate we had, though, was around when could that call to the create solid brush throw?  You know, when could the underlying system not have?  And you want to try to kind of keep balance there.  But I don't know.  I’d have to think about that.  But I think I copied this out of the code and when the forms are actually using it.  Yeah?

Q:
Question from the Audience
A:
That’s right.  So what he’s saying is “Hey, you just told us about the whole dispose pattern, where people can explicitly free these things.  Isn’t that superior to this?”  Well, yeah.  I mean, if developers are going to explicitly free your resources, that’s better than this.  The two patterns I just showed you help for the case where the application developer doesn’t call dispose, which, you know, I think is fairly common, actually.  I mean, I think that the more burden you can take on as the framework developer, and the less burden you put on application developers, the better off you are.


Okay.  Let’s work through an example here.  So what’s wrong with this class?

Q:
Question from the Audience
A:
It’s not a struct?

Q:
Question from the Audience
A:
Okay.  Oh, there’s no finalizer.  Right.  There’s no finalizer.  That’s the first thing.  I agree with you.  Gosh, you have a finalizer.  He has these allocating this file handle.  When’s that thing getting cleaned up, if the user doesn’t call dispose?  Anything else?  I'm sorry.  Somebody want to raise your hand or--yeah?

Q:
Question from the Audience
A:
Right.  The dispose could be called multiple times, which means close file could be called multiple times.  I’m not that familiar with WIN32’s close file.  That may be a problem.

Q:
Question from the Audience
A:
Okay.  It will be.  Okay.  Great.  Yes.  So there you go.  It will be a problem.  So you need to guard for that case.  Any other problems?

Q:
Question from the Audience
A:
Say it again?

Q:
Question from the Audience
A:
Does there need to be an override of dispose, you mean?

Q:
Question from the Audience
A:
Yeah.  Actually, that kind of gets it.  What my high-level thing is, which is, you know, why doesn’t this guy just follow the pattern?  If you can follow the pattern that we outlined earlier, then he would've been forced out of finalize, he would've kind of solved the problem on dispose being called more than once, and when it had the dispose override, the Bool override.


Okay.  Just to bring it home, what’s the problem with this network cache guy?

Q:
Question from the Audience
A:
Okay.  His point is, we don’t call suppress finalizer, so in the dispose, we don’t call gc.suppress finalization.  Anything else?

Q:
Question from the Audience
A:
Yeah, down here in the destructor we shouldn’t be accessing this managed object, like, local could be freed already.  You could get a null ref exception from that.  What happens if you get a null ref exception from that?

Q:
Question from the Audience
A:
You’re never going to close your socket.  And you’re going to call me up and tell me I have a bug in the GC.  Right?  And I’m going to say, “No, I don't have a bug in the GC.  You didn’t follow the pattern.”  Any other comments here?

Q:
Question from the Audience
A:
Right.  Yes.  Same issue we had before.  And I might call dispose more than once.  I don't know if the socket has been disposed.  Yeah, so I guess my flippant answer to this one is the same as my flippant answer to the earlier one, which is “Why don’t you just follow the pattern?”  And that will help you ask all the right questions to get the right code here.

Q:
Will this pattern be, for example, exposed to be some sort of tap completion in an individual studio or something?

A:
Oh, interesting question.  Will this pattern be exposed to some sort of tap completion in an Visual Studio?  I don't know what the plan is.  Whidbey has a bunch of these template thing expansions, but I don't know if this is being exposed.  I can check, or actually, if you want to ask over the alias, it will be easier for me to push on it.


Okay.  So we talked about the GC doing a great job of managing managed memory, but not other resources.  We talked about when to use the finalizer, when to use dispose, and some details about the using statement in the new Whidbey features.  So we’re at 5:21.  Any last questions on this section?  Yeah?

Q:
Question from the Audience
A:
The question is, because I don't know when my finalizer is going to be run, does it affect the debugger, point out leak problems in the code?  You know, I’m familiar with some unmanaged code products that help you find leaks, but I’m not actually familiar with managed code products that help you find unmanaged memory leaks.  So if they existed, there might be a problem.  There are some profilers.  Rico mentioned a couple of profilers that do do a good job of showing kind of managed leaks, where you can actually see kind of a line going out of the allocation graph, where you’re holding on to this memory for longer than you thought you were.  It actually lets you take snapshots and compare them, and things like that.  So CLR profiler will do allocation profiling like that, and help you find fine leaks.  And maybe the other profiling products have similar things.  Yeah?

Q:
Question from the Audience
A:
Yeah.

Q:
Question from the Audience
A:
Yeah.  He’s saying that handle collector takes a string.  What are the uniqueness guarantees around that?  Can it tromp on somebody?  Let me find an example here.  The thing about it is, you notice that it’s a thing that’s scoped to your usage.  Say I do GC handle type, gets a new handle collector.

Q:
Right.

A:
Right?  So there would only be conflicts within your - 

Q:
Question from the Audience
A:
The meaning of the - see, he’s asking the meaning of the name, “GC handles.”  That is a debugging aid for you.  We don’t do anything with it.

Q:
Question from the Audience
A:
No problem.  And if you have another class, use the same name.  There’d be no problem, because there would be another instance of that thing.  We literally do nothing with that string but store it for you, so you can see it in the debugger.  Any other thoughts, comments?


Okay.  So we’ll start back bright and early at 9:00 a.m. tomorrow with the interop section.  If you have any comments, please send them in mail.  Thanks.
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