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[bookmark: _Toc258744756]Introduction
This white paper provides guidance on performance of large document libraries and lists. This document is specific to Microsoft® SharePoint® Server 2010, although the throttles and limits that are discussed also apply to SharePoint Foundation. This document discusses several features that greatly enhance the experience of working with large lists, and these features are available only in SharePoint Server 2010. No distinction between SharePoint Foundation and SharePoint Server is made in this document. The focus of this document is on the performance characteristics of large lists and how different configurations affect list and farm performance. 
SharePoint Server 2010 has several enhancements that improve the experience of creating and using large lists. In SharePoint Server 2007 it was possible to have successful large list implementations, but it required careful planning and usually required custom code. Many operations were unrestricted so it was possible for certain operations to affect list, site, and farm performance. With SharePoint Server 2010 it is easier to accomplish large list scenarios with configuration and out-of-box features. There are also improvements to writing code to work with large lists and configurable limits to prevent operations on large lists from affecting performance for other users. 
No matter what content management system you are using, an implementation that contains large amounts of items will require planning and proper implementation. SharePoint Server 2010 is no exception; it is important that you consider many different factors including user experience, information architecture, performance, disaster recovery, and governance. With a large corpus concentrated in a single list, how will users find the particular items they are looking for? How do you make sure the performance of the system meets the needs of the users and has an appropriate up time? How do you prevent large lists from becoming unmanageable? 
New features such as throttles and limits protect the performance of your server farm, and features such as the content query Web Part and metadata navigation make it easier to query and work with large lists. This document covers the information architecture and features that are used to implement large list solutions and the performance effect of specific configurations. 
There are also some key design choices that you must make that can affect large list performance. These include permissions, the number of columns added to a list, the number of lookup columns in views, and the folders and indexes that are used to organize a list. These decisions affect performance of lists, and this effect becomes much greater as the size of a list increases. This document explains how different design choices affect the performance of large lists so you can properly design a large list that meets performance requirements while also meeting business requirements and providing a good user experience. 
[bookmark: _Toc251320487][bookmark: _Toc250732746][bookmark: _Toc251320483][bookmark: _Toc250732732]
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[bookmark: _Toc258744757][bookmark: _Toc257268507][bookmark: _Toc258353250][bookmark: _Toc256532937]Quick start
This document covers many topics in depth, to get started quickly here are a few sections you may want to jump to. 
To learn about the new and improved features that can be used to implement and support large lists go to the Overview of New and Improved Features Related to Large Lists section.
Go to the Throttling and Limits section to learn about configurable and non-configurable limits that protect the performance of your server farm and affect operations that can be performed on large lists. One important change in SharePoint Server 2010 is the list view threshold, which is by default 5,000 items. When a list exceeds this limit some operations will be affected so you can read this section to learn more.
Go to the Large Lists and Upgrade section to learn more about how large lists may be affected by upgrading to SharePoint Server 2010.
Go to the Large List Design and Implementation section to learn about creating information architecture for a large list.
Go to the Data Access and Retrieval section to learn about configuring features that are used to query and access lists, and to learn about the performance characteristics and tradeoffs of each of these methods. 
[bookmark: _Toc258744758]Overview of recommendations
This white paper covers many topics and recommendations in depth. This section is an overview of recommendations. You can use this section to get an overview of things that you should understand that this document covers. You can then drill down into the particular areas you would like to learn about. 
[bookmark: _Toc258744759]List size
SharePoint Server 2010 supports document libraries and lists with tens of millions of items. You can create very large document libraries by using folders, standard views, site hierarchies, and metadata navigation. To use retrieve data from large lists using list views or CAML queries it must be partitioned by using folders or indexes or both. Otherwise search is the only mechanism that can efficiently be used to access the data. The number of items that a single document library can support can vary depending on how documents and folders are organized, the size and type of documents stored, the usage of the document library, and the number of columns in the document library. 
[bookmark: _Toc258744760]List view threshold
The list view threshold prevents operations that will involve more than 5,000 items such as queries that will return more than 5,000 items or adding a column to a list that contains more than 5,000 items. This is a configurable default; however it is strongly recommended not to change this default. If poor performing queries are used on lists with more than 5,000 items, overall throughput may significantly decrease when raising this limit. To learn more see the List View Threshold and List Views sections later in this paper.  
[bookmark: _Toc258744761]Unique permissions
As the number of unique permissions in a list increases, performance degrades. Any design where all or most content in a large list must be uniquely secured should be reconsidered. The throughput difference for operations on a list between 0 and 1,000 unique permissions is around 20%. There is a configurable default of 50,000 unique permissions per list; however we recommend that you consider lowering this limit to 5,000 and for large lists consider using a design that uses as few unique permissions as possible. This will aid not only performance but also manageability. See the Unique Permissions section later in this paper for more details. 
[bookmark: _Toc258744762]Row wrapping
When columns are added to a list they are mapped to columns in a Microsoft SQL Server® database table. There are a finite number of columns of each type in the database table. To support many columns of a particular type, SharePoint uses multiple rows to store the data. For example if there are more than eight date and time columns in a list, each item in that list uses two SQL Server database table rows rather than one. If there are more than 16 date columns then each item uses 3 rows. For small lists the performance effect of this row wrapping is negligible. However, for large lists queries become much larger, which causes a larger effect on SQL Server resources. The performance effect is about 35% per additional row. For large lists avoid wrapping more than 1 or 2 additional rows if possible. See the Row Wrapping section later in this paper to learn more about this performance effect and about how to analyze how many rows a list is wrapping to. 
[bookmark: _Toc258744763]Lookup columns
Each lookup column in a list view causes a join with a separate table. Each additional lookup column in a view increases the complexity of metadata navigation and list view filter queries. Managed metadata columns and people and group columns both count as lookup columns. Adding lookup columns to a view does not cause a gradual or linear decrease in performance. Instead performance is somewhat stable until a certain point where it rapidly degrades. 
There is a configurable default of eight lookup columns per list view. Exceeding this limit causes a significant decrease in throughput for queries that use that view. Exceeding this limit also consumes a disproportionately large amount of SQL Server resources. It is strongly recommend to not exceed eight lookup columns on any view.  This limit is for columns that are displayed in a view, not the total columns in a list. To learn more see the Lookup Columns and List Views section later in this paper. SharePoint Workspace follows this limit as the total number of columns in the list. If a list has more columns than the limit, then it cannot be synchronized by using SharePoint Workspace.   
[bookmark: _Toc258744764]Indexes
There is a non-configurable limit of 20 indexes that can be created per list including compound indexes and SharePoint Server features that index columns by default. Adding indexes to a list has a minimal effect on performance, but it does affect some operations such as add and update. You should still avoid using more indexes than necessary because unused indexes will cause a small performance impact and some SharePoint features add indexes when enabled. For example, SharePoint requires at least three index slots if you use the expiration and eDiscovery features. Additional indexes may need to be created by features in future versions of SharePoint. Consider keeping at least three index slots available in case new indexes must later be created. To learn more see the Indexes section later in this paper. 
[bookmark: _Toc258744765]Query methods
There are three main methods that can be used for accessing list data: list views with metadata navigation, content query Web Part and search. Each method has pros, cons, and particular uses to which they are well suited. To learn more about the performance and configuration of these query methods see the Data Access Methods section later in this paper.
[bookmark: _Toc258744766]List view and metadata navigation
List views always access the SQL Server backend, resulting in slower query performance and higher load on SQL Server resources compared to other methods. List views also render the most HTML, which results in slower page load times than other methods. List views do provide the best experience for end users to configure views, dynamically filter data, and perform actions on documents, such as manage versions and edit properties. You can use metadata navigation to filter list view results. You should use list views when you need rich column data and access to list item actions. In high read and query scenarios, you should consider using other query methods. 
[bookmark: _Toc258744767]Content query Web Part
The content query Web Part displays a statically configured view of data that is cached using the Portal Site Map Provider for better performance. The content query Web Part renders the least HTML and cached, resulting in faster page load times and making it easier to have multiple queries on one page. The Content query Web Part should be used to show links to related list items, documents, or pages. While the content query Web Part can also be configured to not be cached, this configuration should only be used on pages for which throughput requirements are low or pages for which the cache isn’t beneficial, for example where queries will change based on the user who accesses the page. 
[bookmark: _Toc258744768]Search
Search Web Parts can be used to off load queries to a system optimized for finding content (versus editing properties and seeing the updates in real time). Search queries can be configured to use static or user-specified queries. Search queries have good performance, but the data is only as current as the most recent crawl. This means results are older than results from list views and content query Web Parts.
[bookmark: _Toc257268508][bookmark: _Toc258353251][bookmark: _Toc258744769]Example large list scenarios
There are a few common large list scenarios and depending on the scenario different design decisions can be made. For example in a collaborative large list scenario users are frequently adding content and updating properties. In this kind of scenario you would not want the list size to grow into millions of items because it will be difficult to filter content and because content is frequently updated and changing. If you are working with unstructured document libraries, this white paper can help you understand the throttles and limits that protect SQL Server performance. For example, there might be instances in which you want to change a throttle to support a scenario that involves a small list. This paper provides details about the effect of changing these limits. 
[bookmark: _Toc250732747][bookmark: _Toc251320488]As you deal with increasingly larger lists, this paper becomes much more useful to you. The sections about information architecture and about data access and retrieval will help you make decisions to design a successful large list to support these scenarios.
	Scenario
	List Size
	Management
	Ratio of Read/Update/Add
	New Content
	Users

	Unstructured document library
	Hundreds
	No manager
	High reads, balanced adds and updates
	Manual Upload
	Tens

	Collaborative large list
	Thousands 
	Informal subject owners
	High reads, more updates than adds
	Manual Upload
	Hundreds

	Structured large repository
	Tens of thousands
	Dedicated content steward
	Very high reads, fewer adds, and significantly fewer updates
	Submission and upload
	Tens of Thousands

	Large scale archive
	Millions
	Team of content stewards
	Low reads and updates, high adds
	Submission
	Tens of Thousands



[bookmark: _Toc256532938][bookmark: _Toc257268509][bookmark: _Toc258353252][bookmark: _Toc258744770]Unstructured document library
The unstructured document library is often used for a team or a workgroup and typically has tens to hundreds of documents. These libraries can run above the list view threshold without any planning, which can affect operations, such as adding columns. One potential problem is that users might get list view threshold exceptions if views grow to be above 5,000 items. This can be mitigated by monitoring libraries that are approaching the list view threshold (A meter is displayed on the library settings page of a document library to indicate that the document library is approaching the list view threshold). 
This scenario typically has tens or even hundreds of users, but few concurrent users so load within a single library is rarely an issue. However, there can be a large number of these kinds of libraries. Rather than planning to support specific instances, it is more important to focus on supporting the scale of a large number of these libraries. 
[bookmark: _Toc250732748][bookmark: _Toc251320489][bookmark: _Toc256532939][bookmark: _Toc257268510][bookmark: _Toc258353253][bookmark: _Toc258744771]Collaborative large list or library
The collaborative large list ranges from hundreds to thousands of items and is used as storage for a large amount of active content. Collaborative large lists commonly include knowledge management solutions, engineering libraries, and sales and marketing collateral repositories. Users actively add and edit content (a large amount of reads and writes). Structure and management can be in place to keep the library organized, but because a lot of work is done by end users, events might occur that are beyond the control of administrators. This can make it easy for the list to grow faster than expected or past the limits it was planned for. This type of repository can have hundreds or thousands of users with tens or even hundreds of concurrent users. 
Compared to a structured repository or archive, a collaborative large list is more prone to administrative changes such as adding and deleting folders, adding content types and columns, or reorganizing content. These actions may be prevented by the list view threshold due to the size of the list.
[bookmark: _Toc250732749][bookmark: _Toc251320490][bookmark: _Toc256532940][bookmark: _Toc257268511][bookmark: _Toc258353254][bookmark: _Toc258744772]Structured large repository
The structured large repository ranges from thousands to hundreds of thousands of items. The content is usually final and is submitted by users or system processes such as workflows. Structured large repositories are commonly used for departmental records archives, high value document storage, and final documents that are displayed on Web pages. The content is generally structured and highly managed so it is easier to control the growth of the list. This scenario can have tens or hundreds of concurrent users and a user base of thousands. The percentage of reads is much higher than writes, but there still might be updates to content and content might frequently be added and deleted. A knowledge management repository for a division or organization is an example of a structured large repository.  
In this scenario it is important to thoroughly understand user needs and do comprehensive testing before the solution goes live so the solution is relatively complete and final before it is filled with a large amount of content. For example, configuration of appropriate metadata navigation hierarchies and filters may be necessary to provide an appropriate content browse experience.
[bookmark: _Toc250732750][bookmark: _Toc251320491][bookmark: _Toc256532941][bookmark: _Toc257268512][bookmark: _Toc258353255][bookmark: _Toc258744773]Large scale archive 
A large scale archive ranges from thousands to millions of items, either in a single list or spread across multiple lists, or at the highest end, multiple site collections. This scenario typically has a low amount of reads and updates and is generally used merely as long term storage for documents that need to be retained for compliance or other reasons. For example documents that must be retained for 7 years to meet legal requirements. High throughput of the submission and deletion of documents is important in this scenario. Search is the main method for retrieving content. 
[bookmark: _Toc256532943][bookmark: _Toc257268514][bookmark: _Toc258353257][bookmark: _Toc258744775]Large lists and Microsoft Office SharePoint Server 2007
The following is a summary of working with large lists using Microsoft Office SharePoint Server 2007. Having no more than 2,000 per list or folder was not a hard limit, but it was a recommendation for maintaining performance of out-of-box list views and with certain operations. 
There are many successful large list implementations with Office SharePoint Server 2007. In these cases custom Web Parts are commonly used to perform queries that filter to a small number of results or results or query results in small sets to iterate over content. Performance degrades for the out-of-box list view as the number of items in the view increases because querying for more items without an index requires more query time. Also because SQL Server uses table locks to solve contention issues when the operation is above a certain size, 5,000 items, certain operations can result in locks on the entire database table.
[bookmark: _Toc256532944][bookmark: _Toc257268515][bookmark: _Toc258353258][bookmark: _Toc258744776]Folders
With Office SharePoint Server 2007 folders are a useful method of partitioning files to help maintain view performance. It is recommended that items be apportioned so that there are no more than 2,000 items per container; otherwise view performance can significantly degrade. Folders are a key component of content organization, and they improve performance by separating items into smaller groups so queries are more efficient. 
[bookmark: _Toc256532945][bookmark: _Toc257268516][bookmark: _Toc258353259][bookmark: _Toc258744777]Single indexes
Single indexes can be created to filter items. To filter results you can manually create indexes for metadata that you must query on. You can use single indexes to filter results in list views, Web Parts, and custom queries. Each additional column index consumes extra resources in the database. Therefore, you should only add indexes to columns that will be actively used for filtering queries in views or Web Parts.  
[bookmark: _Toc256532946][bookmark: _Toc257268517][bookmark: _Toc258353260][bookmark: _Toc258744778]Search
For large list scenarios search is often the most efficient means of retrieving content. The default search box can be used to find content or custom Web Parts could be created to access large list content. The disadvantage of search is that the results are only as recent as the latest search crawl so recent changes might not be reflected in results. 
[bookmark: _Toc256532947][bookmark: _Toc257268518][bookmark: _Toc258353261][bookmark: _Toc258744779]Views
Views can be configured in a number of ways to have reasonable performance with a large number of items. For example you can filter to a set of data that is less than 100 items for much better performance than a view of all items in a large list. But if the column you filter on is not indexed you might not see a performance improvement. 
[bookmark: _Toc256532950][bookmark: _Toc257268520][bookmark: _Toc258353263][bookmark: _Toc258744780]Large lists and SharePoint Server 2010
The features that helped with large lists in Office SharePoint Server 2007 still help with SharePoint Server 2010, and many of them are improved to provide better performance at large scale. SharePoint Server 2010 also has many new features that help improve the performance of large lists and that allow end users to use large lists effectively. This section is an overview of new and improved features in SharePoint Server 2010.
[bookmark: _Toc256532951][bookmark: _Toc257268521][bookmark: _Ref257270090][bookmark: _Toc258353264][bookmark: _Toc258744781]Overview of new and improved features related to large lists
[bookmark: _Toc258353265][bookmark: _Toc258744782][bookmark: _Toc256532952][bookmark: _Toc257268522]Improved features
Content query Web Part
You can configure the content query Web Part to display results by filtering on lists, content types, and columns. You can sort results and select columns to be displayed. Doing this makes the content query Web Part ideal for displaying large list content on Web pages. Content query Web Parts are generally cached, allowing for faster page loads and less database load. One usage of content query Web Parts in knowledge management scenarios is to use them on publishing pages to display links to documents related to the content of the Web page.
SharePoint Server 2010 provides performance improvements in several key scenarios:
1) Optimizing single list queries to leverage indices more effectively
2) Improving invalidation and refresh algorithms and default settings to improve the cache utilization when users perform write operations
The following figure shows a content query Web Part.
[image: ]
[bookmark: _Toc257268525][bookmark: _Toc258353266][bookmark: _Toc258744783]Search
SharePoint Server 2010 brings new search capabilities that include a search term refinement panel and improved scalability that has support for sub second query latency with 100 million documents. There is also FAST Search for SharePoint, which can be used to reach higher scale points than SharePoint Search. 
Some of the new SharePoint Server 2010 Search enhancements that help with finding content in large lists include support for Boolean operators in free text queries; improved operator support such as equal to, less than, and greater than; range refinements; and prefix matching on keywords and properties. For example, the query “share*” finds results that include “SharePoint”. Search also has query suggestions that make recommendations based on what the user is typing for a query. The search user interface is also improved with panels for related searches, best bets, related people, and keyword refinements.  
The following figure shows a portion of a search results page with a refinement panel.[image: ]
SharePoint Server Search also enhances capabilities around scale. SharePoint Server Search supports scaling out of index, crawl, and query servers. Other enhancements include fresher indexes, better resiliency, and higher availability. FAST Search includes all of the SharePoint Server Search capabilities and adds scale for extreme demands, entity extraction, tunable relevance ranking, visual best bets, thumbnails and previews.   
[bookmark: _Toc257268526]Document Center and Record Center site templates
The Document Center and Record Center are SharePoint Server 2010 site templates that you can use to create structured repositories. The Document Center site template includes features such as pre-configured content query Web Parts for returning relevant results by logged-in users and a document library with metadata navigation configured. 
The Record Center site template is similar to the Document Center site template but it has the content organizer feature enabled for routing documents and has a record library where items that are added to it are automatically declared records and cannot be deleted. The Record Center site template is the only out-of-box site template that does not have the document parser enabled, which preserves the fidelity of submitted content. Disabling the document parser affects the performance of certain operations that makes it more suitable for large scale document storage (tens of millions of items) than other site templates. 
[bookmark: _Toc258353267][bookmark: _Toc258744784]New features
[bookmark: _Toc257268527]Content organizer
The content organizer can be used on any site to route content to particular document libraries, folders, or even other sites. The content organizer can be used to automatically create folders for content based on metadata properties. Users can submit content to the content organizer from other sites and not even have to worry about where it gets stored within the file plan. The content organizer can be used to balance content into different folders to automatically maintain a maximum size for each folder. When the specified size limit is reached a new subfolder will be created to contain additional items. 
Metadata navigation
[image: ]Metadata navigation is a new SharePoint Server 2010 feature that empowers end users to dynamically filter lists so they can find what they need. Metadata navigation allows users to select filter options and it takes care of performing the query in the most efficient manner possible. Metadata navigation consists of two parts. One part is a set of navigation controls that allow a user to filter a list with navigation hierarchies and key filters. The second part is a mechanism for rearranging and retrying queries. 
Metadata navigation has retry and fallback logic that attempts to perform queries efficiently by using indexes. If a query will return too many results, the query will fallback and return a subset of the results for better performance. If no appropriate query can be made, fallback occurs and the filters are performed on a limited set of results. Metadata navigation automatically creates indexes. Together retry, fallback, and index management make metadata navigation a crucial part of working with large lists effectively. There are two different types of filtering mechanisms: navigation hierarchies and key filters. 
Navigation hierarchies use a tree control to navigate hierarchies of folders, content types, choice fields, or managed metadata term sets. This enables users to use a tree control to pivot on a metadata hierarchy in much the same way that they navigate folders. When users select an item in a hierarchy for a managed metadata column, all items that match the specified term or any of its descent child terms will be displayed. This is called descendent inclusion and it can be used on fields that are tied to a managed metadata term set. Users can select the item again to filter on only that particular term and not include the descendent child terms. All metadata navigation queries are recursive and display results from all of the folders in the list.
Key filters can be configured to perform additional filtering of results within the hierarchy. For example you can add the modified by column as a key filter and then type a user name to get results where modified by matches the entered user. To learn more you can see this article on Metadata navigation and filtering. 
[bookmark: _Toc256532954][bookmark: _Toc257268524][bookmark: _Toc257268523][image: ]Managed metadata
Managed metadata is a new set of features that add more information architecture capabilities to SharePoint Server. The managed metadata features include a shared service called the managed metadata service. The managed metadata service can be used to store term sets that can be reused throughout a SharePoint deployment. Some of the managed metadata features include:
· Term sets that support flat or deep hierarchies
· Managed metadata column type that uses term sets as available properties
· Term sets that can be open so anyone can add new terms, or restricted so only specific users can manage the term set
By using managed metadata columns and term sets to organize content you can make use of features such as the content query Web Part and metadata navigation to help users find and discover content. Managed metadata also helps with regular search queries because it adds keywords that can be used to classify documents and managed metadata can be used in the search refinement panel. 
[bookmark: _Toc256532958][bookmark: _Toc257268528][bookmark: _Toc258353268][bookmark: _Toc258744785]Throttling and limits
SharePoint Server 2010 introduces several configurable limits to help maintain farm performance. At the Web application level there are now configurable throttles and limits. These have been added so that operations from individual users or processes do not adversely affect farm performance. For example, the list view threshold is a limit that prevents queries that affect more than a certain number of list items. The Throttling and Limits section later in this paper contains more information. 
[bookmark: _Toc256532959][bookmark: _Toc257268529]Compound indexes
Indexes are important for large lists. In SharePoint Server 2010 you can now create compound indexes. Compound indexes are useful when queries will be commonly performed on two columns because a query on just one column may not be selective enough. Compound indexes are not utilized by views, but are utilized by metadata navigation. When a throttling condition occurs the metadata navigation logic can attempt to retry and leverage applicable compound indexes and single indexes for the chosen filter conditions to find complete or partial results that satisfy the query. 
[bookmark: _Toc256532960][bookmark: _Toc257268530]Developer dashboard
The developer dashboard displays detailed diagnostics information for each page load. By default it is off, but it can be turned on by demand or all the time. When the developer dashboard is turned on you can use the developer dashboard to get information about database queries, load times, and errors. The developer dashboard makes it easier to quickly analyze and diagnose performance issues. The figure below shows the developer dashboard. The metadata navigation feature is specifically visible in the developer dashboard in the case of large lists and throttling conditions where the list of indexes used for retry and partial results will appear in the operation tree on the left and the different indexed SQL Server queries attempted appear in the list on the right. 
[image: ]
The developer dashboard is also useful for debugging custom Web Parts and queries. You can see this blog post for details on how to enable the developer dashboard.
[bookmark: _Toc257268531][bookmark: _Toc256532961]Content iterator
The content iterator developer API simplifies writing code against large lists and is especially important with the new list view threshold limit. The content iterator is a method for retrieving content to perform operations on it in small sets rather than performing operations on the entire set of data. This prevents operations from exceeding the list view threshold.
[bookmark: _Toc256532962][bookmark: _Toc257268532]Remote BLOB storage
By default SharePoint stores file (BLOB or Binary Large Object) data in SQL Server databases. A large amount of a content database size is commonly BLOB data. Remote BLOB Storage (RBS) allows this data to be stored outside of SQL Server, allowing for less expensive storage options and reducing content database size. Remote BLOB Storage is a library API set that is incorporated as an add-on feature pack for SQL Server 2008. A third party remote BLOB storage provider is required to make use of the remote BLOB storage API. 
[bookmark: _Toc256532949][bookmark: _Toc257268533][bookmark: _Toc258353269][bookmark: _Toc258744786][bookmark: _Toc256532963]Performance measurements and testing methodology
This white paper is the result of a series of performance tests that were conducted with SharePoint Server 2010. Most of the tests were conducted in a similar manner. This section includes an explanation of the testing methodology that was used for tests that are discussed in this paper. Deviations from this methodology are noted where data is presented. 
[bookmark: _Toc258353270][bookmark: _Toc258744787]Hardware and farm configuration
The test farm configuration is specified in the table below. Two aspects of the test configuration were significantly different from most real world deployments. NTLM authentication was used to avoid the domain controller becoming the bottleneck and this will cause a small performance improvement. Also, the application server contained a SQL Server instance used for the logging database. This was done to reduce load on the main SQL Server because the logging level was much higher than in real world deployments.   

 
	Machine name
	2 Web Front Ends
	1 App Server
	1 SQL Server

	Role
	Web front end
	Application server
	SQL Server

	Processor(s)
	2px4c@2.33GHz
	2px4c@2.33GHz
	4px2c@3.19GHz

	RAM
	8 GB
	8 GB
	32 GB

	Operating System
	Windows Server® 2008 R2 x64
	Windows Server 2008 R2 x64
	Windows Server 2008 R2 x64

	Storage & its geometry (inc. SQL Server disks configuration)
	50 + 18 + 205 GB
	50 + 18 + 300 GB
	Disk array – 15 disks of 450GB @ 15K RPM 

	# of NICs
	2
	2
	2

	NIC speed
	1 gigabit
	1 gigabit
	1 gigabit

	Authentication
	NTLM
	NTLM
	NTLM

	Software version
	SharePoint Server 2010 (Pre Release)
	SharePoint Server 2010 (Pre Release),
SQL Server 2008 CTP 3
	SQL Server 2008 CTP 3

	# of SQL Server instances
	 N/A
	 1
	 1

	Load balancer type
	Hardware
	N/A
	N/A

	Output cache settings
	 
	 
	 

	Object cache settings
	 
	 
	 

	BLOB cache settings
	 
	 
	 

	ULS Logging level
	Medium
	Medium
	Medium

	Usage DB Location
	 
	 X
	 

	Usage DB settings (what's being logged)
	 
	 
	 

	IRM Settings
	 None
	None
	None

	Anti Virus Settings
	 None
	None
	None



	DB Type
	# of DBs
	RAID configuration
	MDF: # of spindles 
	LDF: # of spindles

	Temp DB
	 1
	 0
	 
	 

	Config DB
	 1
	 0
	 
	 

	Content DB #1
	 1
	 0
	 
	 

	Profile DB
	 1
	 0
	 
	 

	Search DB
	 1
	 0
	 
	 

	Taxonomy DB
	 1
	 0
	 
	 



[bookmark: _Toc258353271][bookmark: _Toc258744788]Test load
Tests were conducted at an optimal load point, or green zone, with a general mix of operations. To measure particular changes tests were conducted at each point that a variable was altered. To find the optimal load point additional threads were added to saturate the environment while remaining under the following metrics:
· 75th percentile latency is less than 1 sec
· Web front-end server CPU is less than 50%
· SQL Server CPU is less than 50%
· Application Server CPU is less than 50%
· Failure rate is less than 0.01%
[bookmark: _Toc258353272][bookmark: _Toc258744789]Test definitions
This section defines the test scenarios and provides an overview of the test process that was used for each scenario. 
	Test name
	Test description

	Document Upload
	1. Upload a document
2. Edit and update the properties of the document

	Document Upload and Route
	1. Upload a document
2. Edit and update the properties of the document
3. Route the document matching a routing rule

	Document Download
	1. Download a document

	Access Document Library
	· Access a document library list view page

	Access Home Page with Content Query Web Parts
	1. Access a document center home page that has 3 content query Web Parts
2. Cached content query Web Part returns 15 highest rated documents
3. Cached content query Web Part returns the 15 newest documents
4. Non-cached content query Web Part returns the 15 most recent items modified by the current user

	Managed Metadata Fallback Query
	1. A list view query that returns more than 5,000 results filtering on a single value managed metadata column

	Managed Metadata Selective Query
	· A list view query that returns 1,000 results filtering on a single value managed metadata column

	Content Type Fallback Query
	· A list view query that returns more than 5,000 results filtering by content type

	Content Type Selective Query
	· A list view query that returns 1,000 results filtering by content type


[bookmark: _Toc258353273][bookmark: _Toc258744790]Test mix
	Test Mix
	Solution name
	% in the mix

	1
	Document Upload (and edit properties)
	20%

	
	Document Download
	20%

	
	Access Document Library
	20%

	
	Access Home Page with Content Query Web Parts
	10%

	
	Managed Metadata Fallback Query (more than 5,000 results)
	5%

	
	Managed Metadata Selective Query (100 results)
	10%

	
	Content Type Fallback Query (more than 5,000 results)
	5%

	
	Content Type Selective Query (100 results)
	10%



[bookmark: _Toc257268534][bookmark: _Ref257270222]The test mixture that was used for a test varied, based on the particular test. Tests were conducted by using a Visual Studio Test System. Specific data points for each test were populated, and then the test mix was run for 2 minutes of warm up and 10 minutes of data collection. The results that are presented in this document are averaged over those 10 minutes. 
[bookmark: _Toc258353274][bookmark: _Ref258613957][bookmark: _Toc258744792]Throttling and limits 
Limits prevent operations that adversely affect farm performance. These defaults have been tested and carefully chosen. For some limits, such as the list view threshold, we strongly recommend NOT changing the value. Carefully consider the effect of changing these limits. If these limits prevent an operation from being performed, first consider changing the operation to run in a more efficiently indexed way rather than changing the limit to accommodate poor performing operations. Most of the throttles and limits covered in this section can be configured in Central Administration by going to Manage Web Applications, and selecting General Settings – Resource Throttling from the ribbon for a particular web application. 
[bookmark: _Toc256532964][bookmark: _Toc258353275][bookmark: _Toc258744793][bookmark: _Toc257268535][bookmark: _Ref257271482][bookmark: _Ref257271594]List view threshold
Some operations such as non-indexed queries or adding a column to a list take time and resources that are proportional to the number of items in the list. On a small list this doesn’t matter because there are so few items that the operation is fast. As the list size increases these operations take longer and use more resources. Rather than let these operations run unbounded, the list view threshold blocks them. You can think of the list view threshold as a guard rail along a highway letting you know that you should change the query and how data is accessed or perform the operation when farm usage is low. 
The list view threshold is the maximum number of list or library items that a database operation, such as a query, can involve at one time. By default this is set to 5,000 items. This limit has a major impact on large lists because by the definition of this threshold, a large list is a list with more items than this limit. Operations that exceed this limit are throttled. Operations, such as creating an index on a list that is over this limit, are prevented because the operation affects more than 5,000 items. This limit prevents the queries that have a selectivity (items that can be efficiently filtered using filter criteria) more than 5,000 items. This limit also prevents queries that filter on columns that are not indexed. This is because a query that filters (and in some cases sorts) on a column that is not indexed must perform the filter on all items in the list in order to retrieve the correct data set and will operate on more items than the list view threshold. The default value for this limit is based on farm and list performance and how SQL Server manages locks. We recommend that this limit not be changed. With the introduction of the list view threshold, you may wonder how this relates to the guidance of 2,000 items per folder with SharePoint 2007. It may seem that rather than 2,000 the new limit is 5,000. If users are primarily browsing content using folders then this is the same concept. However, with the introduction of metadata navigation retry and fallback, large queries will return a subset of results for better performance. This means you can have thousands of items in folders and performance will be protected if queries return too many results. 

To minimize database contention, SQL Server uses row-level locking as a strategy to ensure accurate updates without adversely affecting users who are accessing other rows. However, if a read or write database operation, such as a query, causes approximately more than 5,000 rows to be locked at once, then it is more efficient for SQL Server to escalate the lock to the entire table until the database operation is completed. When this lock escalation occurs, it prevents other users from accessing the table. You can read this MSDN Lock Contention article to learn more.

The preceding graph shows the throughput of a mix of queries against a large list as the list view threshold is adjusted. This mix of queries contains queries that return all items in the list so as the list view threshold is raised, more items are returned. Even changing the limit from the default of 5,000 to 10,000 has a significant performance impact. Rather than raising or lowering the list view threshold to improve performance we recommend that you not change the default list view threshold and focus instead on making sure queries perform well.
List view threshold exceptions occur because operations perform poorly and they should be reconfigured. Rather than raising the limit you should consider why inefficient operations are being performed and fix them. In a worst case scenario you can temporarily change the EnableThrottling setting for a particular list to false to ignore the list view threshold. This can only be done at the list level and not for a site or web. This should only be done to allow list access until changes can be made to fix poor performing operations that are blocked by the list view threshold and the EnableThrottling setting should be changed back as soon as possible.  List view threshold exceptions may be common, especially immediately after upgrade. It may seem simpler to resolve these issues by changing the list view threshold. We strongly recommend not doing this. 

Farm administrators and local computer administrators on the web front end server where a query originates are not blocked by the list view threshold. These users should be careful browsing to large lists that are not configured properly, and they must also be careful when performing testing. It may look like things are working as expected, but the data that gets returned to normal users may be quite different. The list of operations that are prevented by the list view threshold is covered in the Operations Prevented by the List View Threshold section.
[bookmark: _Toc257268536][bookmark: _Toc258353276]Likewise, timer services can be run using an account that is not protected by the list view threshold. While this enables certain scenarios, such as deferred creation of an index on a large list, in general code should be especially careful to avoid performing large list operations. 
[bookmark: _Toc258744794]List view threshold
	Default: 5,000
	Existed in 2007: No 
	Configurable: Yes 

	Configuration Location: Central Administration, per Web Application



[bookmark: _Toc257268537][bookmark: _Toc258353277][bookmark: _Toc258744795]List view threshold for auditors and administrators
	Default: 20,000
	Existed in 2007: No 
	Configurable: Yes 

	Configuration Location: Central Administration, per Web Application



The list view threshold for auditors and administrators is the list view threshold used for certain service accounts, such as the search query account or the object cache super-reader and super-writer accounts. For example the content query Web Part automatically uses this limit for caching the results of a large query, thereby saving server resources. Custom code can request to use this higher limit if running as an account that is super-reader or super-writer per web application security policy.
[bookmark: _Toc257268539][bookmark: _Toc258353279][bookmark: _Toc258744796]Allow object model override
	Default: Yes
	Existed in 2007: No 
	Configurable: Yes 

	Configuration Location: Central Administration, per Web Application



Allow object model override specifies whether service accounts can use the List View Threshold for Auditors and Administrators. A farm administrator must enable the object model override, and programmatically specify that a list is an exception. Then programmers with appropriate permission can programmatically request that their query or list use the higher list view threshold size for auditors and administrators to take advantage of it. By changing the value to no, custom code run by auditors or administrators, even if it requests an override, will be subject to the list view threshold rather than the higher limit for auditors and administrators. We recommend leaving this setting with the default value and only configure the list view threshold for auditors and administrators if necessary.
[bookmark: _Toc257268538][bookmark: _Toc258353278][bookmark: _Toc258744797][bookmark: _Toc256532965][bookmark: _Toc257268540][bookmark: _Ref257271703][bookmark: _Toc258353280]Daily time window 
	Default: Off
	Existed in 2007: No 
	Configurable: Yes 

	Configuration Location: Central Administration, per Web Application



A daily time window can be set so that operations can be performed without being subject to the list view threshold. The time can be adjusted in 15-minute increments, up to 24 hours. A database operation or query started within the daily time window continues until completion even if it doesn’t finish within the specified time window. By default the daily time window is not configured, as the off-peak hours vary widely between deployments so this is left to the administrator to decide. We recommend that a daily time window only be specified if there is a reasonable off-hours’ time frame where few people are using the Web application. This allows users to perform administrative operations for large lists, such as creating an index, during timeframes when farm usage is much lower.
[bookmark: _Toc258744798]Unique permissions
Summary of general recommendations:  
· Minimize the use of unique permissions on individual items and simplify list designs that require most items to have unique permissions.
· If unique permissions are needed, try to set them only at the list or folder level and minimize the number of individual items that need unique permissions.
· Reconsider your design if each item requires individual permissions. Investigate dividing items between multiple lists or organize items into folders and groups so proper access can be granted without putting unique permissions on every item. 
Setting granular permissions can affect performance, and is also difficult to manage if set differently on many individual items. Setting granular permissions on a list or folder that exceeds the list view threshold will be blocked because too many individual items must be updated. However, setting granular permissions also affects performance in other ways; as a result there is a configurable limit that by default is 50,000 unique permissions per list. If you try to declare unique permissions once this limit has been reached you will be blocked from doing so. Unlike the list view threshold, this limit applies when you create unique permissions on an item, rather than at query time.
Whenever permissions inheritance is broken for an item, such as a folder, it is counted as one unique permission toward this limit. Each time permissions inheritance is broken a new scope ID is created. Each time you query on a view, you join against the scopes table and when a query is performed, each unique access control list (ACL) must be parsed and processed. A large amount of unique permissions in a list will adversely affect performance and is not recommended. As the number of unique permissions in a list grows, query performance will degrade. Even though limit is by default 50,000 you may want to consider lowering this limit to 5,000. 
[bookmark: _Toc257268541][bookmark: _Toc258353281][bookmark: _Toc258744799]Unique permissions
	Default: 50,000
	Existed in 2007: No 
	Configurable: Yes 

	Configuration Location: Central Administration, per Web Application



[bookmark: _Toc256532966][bookmark: _Toc257268542][bookmark: _Ref257272140][bookmark: _Toc258353282][bookmark: _Ref258663588][bookmark: _Toc258744800]Row wrapping
When columns are added to a list they are mapped to columns in a SQL Server database table. Each row in the database table supports a fixed number of each of the several different column types. For instance, a single database table row supports eight date and time columns and 12 number columns. If there are more than eight date and time columns then each list item will use two database table rows. 
For small lists the performance effect of this row wrapping is negligible. However, for a large list this can have a major effect. You can go up to the limit for any number of columns before row wrapping occurs, but only one column type has to go over the limit for row wrapping to occur. 
The number of columns for specific data types before this row wrapping occurs is as follows: 
	Column Type
	Number of Columns per Table Row

	Single line of text 
Or
Choice and Multiple lines of text
	64

32

	Date and Time
	8

	Yes/No
	16

	Number and Currency
	12

	Calculated
	8

	Int, Single Value Lookup, People and Group, Managed Metadata 
	16

	Unique Identifier
	1



Row wrapping causes a decrease in throughput of approximately 35% per additional row for most operations. To check how many rows a list is using you must analyze the list schema and examine the column types for the fields on the list.  

The preceding graph shows the performance of read-only queries as the number of SQL Server database rows that are used for a list increases to accommodate more managed metadata columns. To get to the second row 15 managed metadata columns were added to the list, and to get to the third row 31 managed metadata columns were added to this list. Testing was conducted only by using queries that filtered on items in the list. For each additional row throughput decreases 35%. 
[bookmark: _Toc257268543][bookmark: _Toc258353283][bookmark: _Toc258744801]Row size limit
	Default: 6
	Existed in 2007: No 
	Configurable: Yes 

	Configuration Location: Object model only, SPWebApplication.MaxListItemRowStorage



The row size limit specifies the maximum number of table rows internal to the database used for each item in a list. To accommodate wide lists with many columns, each item is wrapped over several internal table rows, up to six rows. For example, if you have a list with many small columns, one that contains hundreds of Yes/No columns, then you could reach this limit, in which case you would not be able to add more Yes/No columns to the list, but you might be allowed to add columns of other types. Because each additional row adds overhead, for a large list you should minimize the number of columns of the same types to avoid row wrapping. 
[bookmark: _Toc256532967][bookmark: _Toc257268544][bookmark: _Ref257272501][bookmark: _Toc258353284][bookmark: _Toc258744802]Lookup columns and list views
Each lookup column in a list view causes a join with another table. Each additional lookup column in a view increases complexity of queries. In addition to standard lookup columns, single value managed metadata, multiple value managed metadata, single value people and group, and multiple value people and group columns count as lookup columns. Adding lookup columns to a view is not a gradual or linear decrease in performance, rather it is somewhat stable until after eight columns when performance rapidly degrades. 

The preceding graph shows the change in throughput as the number of lookup columns in a view increases. As you can see the change in performance from zero to eight is rather stable, but at 10 lookup columns throughput greatly decreases. This test was performed with the list only using one row. If a list is row wrapping then performance will degrade faster. 

The preceding graph shows SQL Server CPU utilization as the number of lookup columns in a view increases. As you can see there is a significant change at 10 lookup columns. For a list with a large amount of queries, having views containing more than eight lookup columns causes the queries to take up a disproportionately large amount of SQL Server resources. We recommend not changing this limit above eight. 
While this performance degradation is not for the total number of lookup columns on a list, only the number of lookup columns in a view or query, SharePoint Workspace will not be able to synchronize any list that has more than eight lookup columns total. This is regardless of whether the columns are used in a view or not. 
[bookmark: _Toc257268545][bookmark: _Toc258353285][bookmark: _Toc258744803]List view lookup threshold
	Default: 8
	Existed in 2007: No 
	Configurable: Yes 

	Configuration Location: Central Administration, per Web Application


[bookmark: _Toc256532968][bookmark: _Toc257268546][bookmark: _Toc258353286][bookmark: _Toc258744804]Other limits
[bookmark: _Toc257268547][bookmark: _Toc258353287][bookmark: _Toc258744805]Indexes per list
	Default: 20
	Existed in 2007: Yes, limit was 10
	Configurable: No



The preceding table shows the limit of indexes that can be created per list including compound indexes and indexes that are created by SharePoint. This limit is not configurable. 
[bookmark: _Toc257268548][bookmark: _Toc258353288][bookmark: _Toc258744806]Datasheet view and export to Excel
	Default: 50,000
	Existed in 2007: No 
	Configurable: No



The preceding table shows the maximum number of items that can be used with export to Microsoft Excel® and the datasheet view. However, the datasheet view will be blocked by the list view threshold so if your list view threshold is 5,000 and you have between 5,000 and 50,000 items in a list view, when attempting to use datasheet view you will get a list view exception message even though the datasheet view limit is higher.
[bookmark: _Toc257268550][bookmark: _Toc258353289][bookmark: _Toc258744807]SharePoint workspace
	Default: 30,000
	Existed in 2007: No 
	Configurable: No



SharePoint workspace has a non-configurable limit that blocks synching a site that has more than 30,000 total items (sum across all lists). If a site contains 30,000 items users cannot synchronize the site with SharePoint Workspace and items cannot be selectively synchronized. 
[bookmark: _Toc250732738][bookmark: _Toc251320494][bookmark: _Toc256532972][bookmark: _Toc257268554][bookmark: _Toc258353293][bookmark: _Toc258744811]Differences between large lists and regular lists
When a list exceeds the list view threshold, some operations that might have worked previously are blocked. The biggest concern is the default list view because this is what users most commonly use to access a list. List views must be configured to work correctly for a large list. For example, an error occurs when you access a list if the root of the list contains more items than the list view threshold. If the metadata navigation feature is enabled, a subset of the results will be displayed rather than an error. 
The list view threshold blocks any database operation that affects more items than the list view threshold, not just the number of items returned or modified. For example, if you have a filter on an un-indexed column that returns 100 results, and the list contains 10,000 items, then the query fails because it must perform a scan of all 10,000 items. If you add an index to that column, the operation is limited to only 100 items and it succeeds. 
Operations on large lists can be classified into two groups: 
1) List Exceeds the List View Threshold - Some operations are prevented when the size of the entire list exceeds the list view threshold, even if items are divided into folders. These operations include recursive queries, such as manage checked out versions, which operate on all items regardless of what folder they are in. Views that return all items without folders are also prevented. In addition, operations that affect the entire list, such as adding a column and creating or deleting indexes are blocked.  
2) Container Exceeds the List View Threshold - Some operations are prevented because a folder or the root of the list contains more items than the list view threshold. For example if a list contains 10,000 items and a folder contains 3,000 items you can rename or delete the folder. However, if the folder contains 6,000 items (exceeding the list view threshold) you cannot delete the folder because the operation exceeds the list view threshold. 
When a list exceeds the list view threshold, you must plan to correctly configure views and other navigation options. Ideally you should configure views and other navigation options in advance, but often lists can grow past the list view threshold and require action. Some operations, such as creating a column or indexing a column in a list with many items will take a long time. These operations are prevented by the list view threshold, but can be performed during the daily time window, or by farm or computer administrators. These operations should be planned for in advance. If the list is already too large, plan to use a daily time window or administrator privileges to perform these operations. The list view threshold prevents some list administrative actions that are common when setting up a list. If possible configure all content types, columns, and indexes for a list before the size is greater than the list view threshold. 

A list can become so large that some operations might time out when they are run using a Web browser. For example, if a list contains millions of documents, it might take too long to add a new column. To accomplish this you would need to use PowerShell and make sure to do this during off-peak hours as it will block operations for other users.  
[bookmark: _Toc257268555][bookmark: _Ref257542282][bookmark: _Toc258353294][bookmark: _Toc258744812][bookmark: _Toc250732739][bookmark: _Toc251320495][bookmark: _Toc256532973]Operations blocked by the list view threshold 
[bookmark: _Toc256532974][bookmark: _Toc257268556][bookmark: _Toc258353295][bookmark: _Toc258744813]Blocked operations when list exceeds the list view threshold 
	Add/Remove/Update a list column
	All columns including lookup and calculated columns, in addition to many types of updates, such as a type change or a uniqueness change. Some updates, such as a name change, are not blocked because they do not affect every item in the list.

	Add/Remove/Update a List Content Type
	Affects every item in the list so it is blocked for any list that has more items than the list view threshold.

	Create/Remove an Index
	Affects every item in the list so it is blocked for any list that has more items than the list view threshold.

	Manage files which have no checked in version
	A non-indexed recursive query that fails for any list that has more items than the list view threshold.

	Non-indexed recursive queries
	Includes filters and some sorts. This operation fails when the list size is greater than the list view threshold. Because there is no index, it does a full scan against the entire list. Also it returns all items, and it ignores folders.

	Cross list query
	Includes queries by the content query Web Part and follows the list view threshold setting for auditors and administrators, which by default is 20,000. If the operation involves more than 20,000 items, the query fails. 

	Lookup columns that enforce relationship behavior
	You cannot create lookup columns that enforce relationship behavior when the list it references contains more items than the list view threshold.

	Deleting a list
	Affects every item in the list so it is blocked for any list that has more items than the list view threshold.

	Deleting a site
	If the sum of all items in a site is greater than the list view threshold, deleting the site is prevented because it affects too many items.

	Save List as Template with Data
	Affects every item in the list so it is blocked for any list that has more items than the list view threshold.

	Showing Totals in List Views
	Performs a query against every item in the list so it is blocked for any list that has more items than the list view threshold.

	Enable/disable attachments in a list
	Affects every item in the list so it is blocked for any list that has more items than the list view threshold.


[bookmark: _Toc256532975][bookmark: _Toc257268557][bookmark: _Toc258353296][bookmark: _Toc258744814]Blocked operations when container Eexceeds the list view threshold
	Delete/Copy/Rename a folder
	Fails when the folder contains more items than the list view threshold because it affects too many rows.

	Queries that filter on non-indexed columns
	Fails when the container (folder or list) contains more items than the list the view threshold because it does a full scan against the entire folder because there is no index.   

	Set fine grained security permissions
	Fails whenever the list or folder on which you are trying to set fine grained permissions contains more items than the list view threshold because it affects too many rows. You can still set fine-grained permissions on child items, such as documents, in a large list, although you cannot set the permissions on the list itself or on folders that contain more items than the list view threshold. 

	Open with Explorer
	Does not show any items if a container has more items than the list view threshold (excluding items in sub folders). If a folder has 8,000 items total, but it has a sub folder that contains 4,000 items and only 4,000 items in the root, then Open with Explorer will work. If the root of a list contains more items than the list view threshold then Open with Explorer will not show anything. To use Open with Explorer the list must have items organized into folders in amounts less than the list view threshold in the root of any container.


[bookmark: _Toc250732743][bookmark: _Toc251320499][bookmark: _Toc256532976][bookmark: _Toc257268558][bookmark: _Toc258353297][bookmark: _Toc258744815]Available features that might not work as expected
[bookmark: _Toc256532977][bookmark: _Toc257268559][bookmark: _Toc258353298][bookmark: _Toc258744816]Datasheet view
The datasheet view button that is available in the Library ribbon tab of a document library is not disabled if the list grows above the list view threshold. However, if the list size exceeds the list view threshold, the view loads some items, but it displays a message that says, “You do not have permission to view the entire list because it is larger than the list view threshold enforced by the administrator.” You can disable the datasheet view option from the ribbon in the settings for the list. There is also a hard limit of 50,000 items so this view will be blocked even if the list view threshold is above 50,000.
[bookmark: _Toc256532979][bookmark: _Toc257268561][bookmark: _Ref257270324][bookmark: _Toc258353300][bookmark: _Toc258744817]Large list design and implementation
Before you implement a large list consider the business case and requirements. Requirements such as service level agreement (SLA), time to backup and restore, size of content, amount of content (number of items), and access times are all important to consider. Depending on the size and demand of the application, you must make important choices at multiple levels, including hardware, content storage, and SharePoint information architecture. A large application with millions of items and hundreds of concurrent users might require standalone hardware for the specific project, although a document repository with tens of concurrent users and tens of thousands of documents may work fine with existing shared hardware and a single document library in an existing site.
The end results of planning should be a list of column types (names, data type, and usage), indexes, folder structure, usage of pages and links for navigation, planned structure of permissions, estimated number of items and total data size. Details should also include information about the types of queries that will be performed and how data from the list will be accessed, created, and updated. 
After you plan the design and implementation for a large list solution the next step is to design and build a prototype of the application. This stage of planning is about designing the application, implementing a proof of concept, and validating that it will work. At this stage it might be useful to populate an environment with a large amount of content to validate assumptions about data access and performance. The end result of the design process should be a proof of concept of the intended system, documentation of the columns, content types, folder structure, views, indexes, columns used for metadata navigation or other retrieval methods, any taxonomies used, usage of various Web Parts, and usage of any other features such as the content organizer. 
[bookmark: _Toc250732758][bookmark: _Toc251320508][bookmark: _Toc256532980][bookmark: _Toc257268562][bookmark: _Toc258353301][bookmark: _Toc258744818][bookmark: _Toc250732752][bookmark: _Toc251320501]Estimating content size
For large list solutions estimation is important for making capacity planning and design decisions. There are a few important numbers that you should plan for, which include:
· Total content database size
· Average and maximum file sizes
· Number of versions
· Amount of content – total number of items in a list
[bookmark: _Toc250732759][bookmark: _Toc251320509]Content size
The total content size is important to plan for the needed disk space and hardware in addition to figuring out what is supportable for backup, restore, and a service level agreement. The total content size can be broken out into the total size of all content for the large list and the overall content database size. Both numbers can be important, but the overall content database size is the most important for figuring out the amount of down time that is necessary for backup and restore. You should plan that an additional 10-20% will be added to the content database for data besides files and the search index will be approximately 75% of the content database size.

The size of all the content can be estimated by calculating the average document size multiplied by the average number of versions per document multiplied by the expected number of documents. Add an additional 20 percent for content database data besides files. This number is high because versions generally increase in size over time so the average file size of checked in documents is generally a higher number than the average file size of all versions. You should add a significant buffer in case the list grows larger than you anticipated, unless you have mechanisms to effectively control the amount of content. 
Average and maximum file size
The maximum file size is needed to ensure that the correct Web application setting is specified for files that can be uploaded (by default 50 MB, the maximum can be 2 GB). The average file size is used to help understand the rate at which content can grow and to estimate the total content size. The average file size can be estimated by evaluating files in systems that currently fill the role of the intended system. 
Average number of versions
You must consider versioning because it can substantially increase the size of content. There are methods with which you can limit versions. For example, you can use information management retention policies to delete all previous versions after a specific amount of time, or you can limit the number of versions to save. Other factors also affect versions, for example, if your repository has all content submitted to it by using a content organizer, there might be no versions at all because the content organizer copies only the latest checked-in version. If documents in your repository are actively edited by users, then you might have to consider coauthoring; each coauthoring session creates a version automatically. Consider the usage of the repository, and evaluate existing solutions to estimate the average number of versions that will be created for a document.  
[bookmark: _Toc250732760][bookmark: _Toc251320510]Amount of content (total items in a list)
Amount of content is the total number of items in a single list. To estimate the amount of content you should evaluate the existing sources of content and what will be moved to the new system, or look at how many users will use the system and what the purpose of the system is. There are some other related numbers including items per container and items per metadata pivot or index filter. These numbers are also important when you plan views and metadata navigation.  
[bookmark: _Toc250732767][bookmark: _Toc251320517][bookmark: _Toc256532981][bookmark: _Toc257268563][bookmark: _Toc258353302][bookmark: _Toc258744819]Remote BLOB storage  
Lists with large storage requirements can trigger a fundamental decision for how to store the documents. By default SharePoint Server 2010 stores all documents as BLOBs in the SQL Server database. SharePoint Server 2010 and SQL Server 2008 provide a Remote BLOB Storage API, which allows documents to be stored outside of the SQL Server database, reducing database size. The decision of whether to use Remote BLOB Storage is largely decided by the cost savings. 
Current testing by Microsoft has shown that Remote BLOB Storage causes a five to ten percent decrease in throughput, and for large files, no perceptible difference in latency. However, performance may differ depending on the specific Remote BLOB Storage provider that is used. Using Remote BLOB Storage will reduce content database size, but this does not necessarily mean you can store more items in a content database. Performance is affected by the amount of items in lists in the SQL Server database; even though the BLOBs are removed, the list size does not change. There are a few scenarios where the cost benefit can easily outweigh the performance concerns: 
· Archive, non-collaborative data
· Storing very large BLOBs such as videos and images that are infrequently updated 
Using Remote BLOB Storage can add more servers and technology to your farm and will require the addition of a Remote BLOB Storage provider. A Remote BLOB Storage provider can support storing BLOBs on less expensive storage outside of the SQL Server database. SQL Server Enterprise is required to use the Remote BLOB Storage API.
The cross over point where Remote BLOB Storage becomes cost effective might be in the range of terabytes of data. You do not need to use Remote BLOB Storage only because you have terabyte-sized content databases. You will need to carefully think through backup and restore and service level agreements. Remote BLOB Storage makes disaster recovery harder by requiring two technologies be synchronized. The key concern is the time that it takes to restore the system after a disaster and to handle the backup and recovery BLOBs. To learn more, see the Overview of Remote BLOB Storage.  
[bookmark: _Toc256532982][bookmark: _Toc257268564][bookmark: _Toc258353303][bookmark: _Toc258744820]List architecture
Selecting the appropriate architecture for a large list project is important because these decisions can be difficult to change after they have been implemented. Plan ahead and consider the size and amount of content, usage of the repository, how content will be added and updated, and how content will be accessed. All of these things can have an effect on how content is organized (in one list, multiple lists, or even multiple site collections), what metadata is used, and how content is retrieved. All of these decisions are especially critical for a large list because with a large amount of content it becomes much harder to redesign how a system is used. 
[bookmark: _Toc250732753][bookmark: _Toc251320502][bookmark: _Toc256532983][bookmark: _Toc257268565][bookmark: _Toc258353304][bookmark: _Toc258744821]Single list, multiple lists, or multiple site collections
Summary of general recommendations: 
· Use single lists for large numbers of items when:
· It is not logical to place items in separate lists 
· It will provide the best user experience
· Use multiple lists for large amounts of items when:  
· It is logical to group items into multiple lists
· It will provide the best user experience
· There will not be confusion among users about what list to use to add or find content
· Use a multiple site collection architecture when: 
· The repository requires more than the tens of millions of items supported in a single repository
· It is logical to group items into multiple site collections, for example to partition data by year
When you design a large list solution it is important to consider whether single list architecture is appropriate. The decision to place content in a single list should be based on business requirements, such as ease of use for working on and discovering content. In many instances it might be more sensible to use multiple lists. Creating a successful implementation with great usability and user experience with the capabilities of SharePoint and available resources should be your top priority.
Use a single list to make it easy for users to find and work on content so they do not have to decide where to put their content or which list they must access to find what they are looking for. However, as the amount of content increases, it can also be more difficult to find content, especially by using methods such as filtering views or navigating folders. When a list starts to reach into the hundreds of thousands of items using metadata navigation might become difficult. Queries might return hundreds or thousands of results because they are not specific enough. 
For example, if there are 5,000 terms in the domain of an index and each term has an equal amount of items that match the filter, filtering on one term will result in 20 results with a list of 100,000 items and 200 results with a list of 1,000,000 items. If the list size is too large many filters that users select will not return a reasonable result set for users to find what they are looking for. If a project has multiple types of distinctly separate content that users will commonly be able to distinguish between, then you should consider using multiple lists.
At very large scale points, such as a large scale archive scenario, it might be worth considering a multi-site collection architecture. A new SharePoint Server 2010 feature allows site collections to be grouped together to load balance documents. The content organizer feature is used to route documents between multiple site collections. Search must be used to retrieve the documents. This is fine for long term storage because it allows content to be balanced across multiple site collections and scales to support many more documents than a single list.
[bookmark: _Toc251320503][bookmark: _Toc256532984][bookmark: _Toc257268566][bookmark: _Toc258353305][bookmark: _Toc258744822]Metadata
With SharePoint Server 2010, metadata and content types are even more useful for creating information architecture. New features, such as managed metadata, term sets, and metadata navigation make metadata even more useful and important for retrieving content. Because operations, such as modifying content types and columns, are blocked on large lists it is especially important to plan ahead with requirements for metadata. If you plan to use metadata navigation or some other method of retrieving content by metadata then it is important to plan content types and the columns they will have during the design phase.  
In most large list scenarios metadata is not only useful, but it is also a requirement for users to use the system. It is impossible to find items among thousands unless only search is used. There are three main ways that metadata can be applied: built in system processes, custom configurations and code, and manual application by users. To use columns to retrieve content, most items should have a value specified for the column. This makes it important to plan what columns will be used for navigation and how the metadata will be filled in. The only way to guarantee the correct metadata is applied is built-in processes and customizations. The less work that users have to do, the better the experience is. For example, because every item has a content type, if content types are used to classify documents then every item will have this metadata, which makes it easy to filter based on content type. 
Content types
Summary of general recommendations:
· Use content types as the most basic method for organizing content.
· Use content types to select the specific columns that are necessary for that type of content.
· Content types per list should be a small number (no more than 10) and distinct enough that it is easy for users to understand what content type they should use.
· Content types provide a built-in column for which every item will have a value that can be used for filtering and metadata navigation.
The most basic categorization of content should be with content types. If you have metadata to classify content, such as document or item type you should consider using that classification for your content types. Content types allow you to define the columns that are associated with a type of content, in addition to being associated with workflows and the template. Only one template can be associated with a content type, and this is the template that is used when you create new instance of the content type using the New Document drop down menu in a document library. 
You can use templates for file formats in Microsoft Word, Microsoft PowerPoint®, Excel, as well as other products. When users create new instances of the content type, the particular client application is used to begin authoring by using the template. When content is uploaded users can pick from the available content types. Content types should be distinct, specific, and have a small enough number of content types per list that users do not have difficulty picking which content type to use. 
Because content types control the metadata that users must fill in when they create or upload an item, consider the columns that are necessary to meet business requirements and at the same time minimize the barrier for submitting content. Picking a good set of content types to classify content at the primary level automatically helps with navigation. Because every item has a content type, there is a pivot to filter with that will work for every item. 
Collaborative large list example: product specifications library
A product specifications library is used by product development teams to store design specifications, testing plans, and other product development items. In this example there are six content types. All the content types have columns for project start date, project end date, budget, members of the design team, product name, and product type.  
· Product Specification –A Word file that contains the details of the design for a product. Additional metadata includes the designer and final review date.    
· Test Specification – A Word file that contains the test plan for a product. Additional metadata includes the tester and test completion status.   
· Development Plan – A Word file that contains the plan for developing the product. 
· Storyboard – A PowerPoint presentation that is used to present the mockups of the design.
· Cost Analysis – An Excel spreadsheet that analyzes the cost to develop the product and potential market opportunities.
· Timeline – An Excel spreadsheet that contains details about the schedule for developing the product.  
In this example users can filter based on content type to find a product specific or storyboard. The custom templates also help structure user’s work. The number of columns and content types are a small enough amount that users can easily choose the right options for their work, but by filling in metadata it is easy to filter and find content. 
Columns 
Summary of general recommendations:
· Minimize the number of columns that are available to fill in. The more columns that are available to be filled in, the less likely it is that users actually fill the metadata in, unless the content has a high value.
· Carefully select the columns that will be used for system processes and navigation. Consider which fields will be required and minimize the number of required fields.
· Required fields should be used when they are necessary for navigation, such as using content query Web Parts against a particular field. They should also be used for administration, such as specifying retention actions on a date field that users must specify. 
· Because queries on single value columns are faster than multiple value columns, attempt to make columns single value unless multiple values are necessary.
· The total number of particular columns on a list can cause row wrapping, which reduces performance. Minimize the number of columns on a large list and avoid row wrapping if possible.
Number of columns and required columns
You can use columns to specify the type of metadata an item has and you can mark them as hidden, optional, or required. Use hidden columns for automated tasks, such as workflows, so users cannot edit them. Use required columns only when it is absolutely necessary. For example a metadata property might be necessary to route an item to the appropriate location or for navigation. In these cases you do not want users to leave the value empty. The fewer items that have metadata filled in for a column that is used as a navigation filter, the less useful the navigation is because many items will never be returned by a query.  
However, it is important to consider the tradeoff of metadata vs. user tax. As the number of metadata columns increases, it becomes less likely that users will fill in metadata because of the additional work to figure out which columns apply and then to specify a value. If you use a large number of required columns, user adoption might be difficult because it is so time consuming to upload content. In a very open and collaborative scenario this can be detrimental. But as the value of the content and effort to create that content increases, it becomes more likely that users will take the time to fill in the appropriate fields, especially when this operation is not frequent. 
During the design phase you should consider what metadata is necessary to perform required operations and to retrieve content, evaluate how long it will take users to fill in that metadata, and evaluate the effect on users. If end users do not adopt the system because the overhead for creating content is so high, it might be difficult to restructure the system later because the metadata might be used in key ways. 
Field types and single vs. multi value fields
One consideration in the choice of columns is the column type and whether it should be multi value. Queries on managed metadata fields are more efficient than queries on choice columns so you might want to consider using managed metadata fields instead of choice fields. Columns, such as managed metadata and person or groups can support multiple values. Queries on multi value columns are not as efficient as single value columns.
Columns and content types are typically the central components for classifying and retrieving content in a large list. A list of columns and content types should already have been prepared during the planning process. The number of columns and content types added that are added to a list can affect performance in subtle ways. The number of columns of a specific type added to a single list will cause row wrapping. Please see the Row Wrapping section of this paper to learn more.
Collaborative large list example: product specifications library 
Columns maintained automatically by SharePoint: ID, Content Type, Modified, Created, Modified By, Created By, Document ID
Columns maintained by customizations: 
· Metadata default values by folder for Product Type and Product Team (Each Product Type has a folder and each Product Type folder has multiple Product Team folders)
· Workflows update: Approval Status, Project Completed  
Columns maintained by users: Designer, Tester, Final Review Date
Columns that work well for navigation: Content Type, Product Type, Product Team
Columns that are used for tracking status and also work well for navigation: Final review date, approval status, project completed
Columns that can be useful for navigation: Designer, Tester, Product Name, Modified, Modified By
[bookmark: _Toc250732756][bookmark: _Toc251320505][bookmark: _Toc256532985][bookmark: _Toc257268567][bookmark: _Toc258353306][bookmark: _Toc258744823]Folders
Summary of general recommendations: 
· Plan for how items will be organized into folders, items be can moved automatically or manually.
· Features such as metadata navigation make it less necessary to limit the amount of items in folders.
· Use metadata navigation in combination with folder navigation, so folders can be used to manage policy and retention rather than only being used to organize content for retrieval.
· When it provides the best user experience, consider organizing content into folders to aid navigation, even in combination with other navigation options.
· When using the content organizer to automatically move documents into folders based on metadata, consider enabling the option to create additional items in sub folders once a specific limit is reached. 
· You must organize items into folders with no more items than the list view threshold in the root of any particular folder if you plan to use Open with Explorer (WebDAV). 
· To retrieve content in list views you must use metadata navigation and indexes if you do not use folders.
The organization of content into folders should be carefully considered. There are three main ways you can use folders:
· Organize content into folders logically, for example contracts organized into folders based on year or month that the contract was signed, or invoices based on the date that the invoice was created. With this method end users can easily navigate through the folder structure or use metadata to find documents and it is easy for documents to be automatically routed to the correct folder. The content organizer provides capabilities that can be used to limit the amount of items in a single folder by creating sub folders when items are added above a certain limit.
· Organize content into folders for retention and permissions or other administrative functions. For example, a folder for confidential documents that fewer users have access to, or location-based retention so documents have a different retention schedule based on their folder. In this scenario end user navigation might be more difficult because the end users might not care where a document is as long as they have access to it. Metadata navigation and search are the dominant method of finding documents, rather than using the folder structure.  
· Organize content into folders to aid user navigation by topics or categories. Many users are accustomed to navigating with folders. For particular applications it might be important to retain a folder structure that is easy for users to navigate. With this scenario users generally understand the folder structure and know where to look for and place documents. Metadata navigation and search can be used in combination with this method. 
Improvements in SharePoint Server 2010 give you more flexibility in using folders with less dependence on performance considerations. With managed metadata and metadata navigation users can easily filter on metadata, rather than navigating through folders. This enables you to organize content for administrative purposes such as permissions or policy, rather than only for end user navigation. For instance, you can have a folder of classified material that only certain employees can access and another all employees can access. You can specify different permissions on the folders and then use the content organizer to automatically move content into the appropriate folder based on metadata. You can still choose to use folders for navigation in combination with metadata navigation.
With the content organizer feature content can be automatically moved into folders based on content types and metadata without users needing to decide where content should be placed. In addition the content organizer can be used to automatically create new folders when one folder has reached a specified item limit. You must consider that using Open with Explorer (WebDAV) will not work on large lists if items are not organized into folders where there are no more items than the list view threshold in the root of any folder.  
Folder-based views and metadata-based views are very similar in performance. From a logical and user experience standpoint it is sensible to use folders to divide content. Metadata navigation performs recursive queries so all items are returned outside of folders. If this is the main method of retrieving content then the folder structure may not be important. 

The preceding graph shows the results of a test that was conducted using views of various types to access the same number of items. All views returned 1,000 results. This shows the requests per second of these views individually as the list size increases. The results show that as list size increases the performance of the folder and indexed views remain relatively flat, although folders were have better performance at smaller list sizes. For most large lists a combination of folders and indexed views will be used so performance differences should not dictate whether to use folders or indexes to retrieve data.  
Collaborative large list example: product specifications library
In the product specifications library folders are used to aid navigation and to logically place content. It is clear to users which folder they should use to create a new product specification. There is a folder for each product type, and each product type has multiple folders for each product team. Each product team has a document set for each product they are designing, and the documents that are specific to a product are stored in the document set. This creates a structure that looks like the following:
· Downhill Skis - Product Type (Folder) 
· Racing Skis - Product Team (Folder)
· Super Faster Downhill Racer X – Product (Document Set) 
You can configure metadata defaults for each of the folders, and it is easy for library users to find content by using folders.
Large scale archive example: Record Center
The record center is used for long term storage of items that must be retained for legal compliance, but content is no longer actively modified. In this scenario, items are automatically routed into two folders, Restricted and Confidential. The restricted folder has strict permissions that a small number of people have access to and the documents must be retained for 10 years. The confidential folder allows more access than the restricted folder, and documents in it must be retained for 7 years. This helps lower the number of unique permissions and makes it easier to manage permissions since items receive their permissions from the appropriate folder. All items that come into the record center are routed to the root, confidential, or restricted folders based on metadata.   
[bookmark: _Toc250732771][bookmark: _Toc251320521][bookmark: _Toc256532986][bookmark: _Toc257268568][bookmark: _Ref257272730][bookmark: _Toc258353307][bookmark: _Toc258744824]Indexes
SharePoint uses its own indexing mechanism to work with its database table structure. Indexes should be created in SharePoint by going to the settings for the list.
Summary of general recommendation: 
· Indexes are needed to perform filtering on lists above the list view threshold.
· Carefully plan which single and compound indexes to create because there is a limit of 20 indexes.
· Reserve index slots for SharePoint features that may need to create columns such as eDiscovery and Information Management Policy Retention. 
· Create single indexes when you use a single field to filter with content query Web Parts, views with filters, and when you are using metadata navigation hierarchies and filters that are often used as a single filter.
· Create compound indexes for queries that filter using two columns and will commonly return more items than the list view threshold individually, but will be selective together.
· Indexes can negatively affect performance of some operations, such as adding a document or editing its properties so only create indexes when necessary.
Plan indexes carefully
Because lists have a hard limit of 20 indexes and indexed columns are so important to a large list, you must select single and compound indexes carefully. Several features use indexes, for example the metadata navigation feature automatically indexes for configured navigation hierarchies and key filters. You should create indexes on columns that are important for filtering in navigation and information architecture. 
Automatically created indexes
SharePoint Server features can create indexes that count against the list index limit. The following is a list of SharePoint features that are common in document libraries that add indexed columns:
	Column
	Feature
	Usage

	Hold & Record Status
	In Place Records Management or Hold & eDiscovery
	This column is added and indexed when the In Place Records Management site collection feature or Hold & eDiscovery feature is enabled and an item is declared a record or placed on hold in a list. 

	Expiration Date, Content Type
	Information Management Policy
	These two columns are added and indexed when retention is enabled for Information Management Policy on a content type that is added to the list or when location based retention is enabled on a list. 



[bookmark: _Toc251320522]When to create single and compound indexes
The metadata navigation feature automatically creates appropriate indexes for the hierarchy and key filter columns selected on the metadata navigation settings page.  Single indexes are created for all of the hierarchy tree fields and for some of the more selective key filter types so that indexed results and partial results can be returned when they are used alone. Compound indexes are created for all supported combinations of hierarchies and key filters together in order to maximize selectivity when both a tree filter and key filter value are being used.  
For a list where you have many columns that you may want to filter on you may need to manage indexes manually to avoid hitting the index limit. If particular combinations of navigation hierarchies and key filters will never be used then consider not creating compound indexes to decrease the number of indexes. When creating these indexes it is important to choose single indexing on columns that are selective and can be used alone in the list view either as the only filter or as the first filter applied before choosing another. Compound indexes should be used when two filters will commonly be used in metadata navigation or custom queries together and one index will not be very selective on its own. Create indexes for columns that are used for filtering with list views, web parts, and other data access methods. 
There may be cases where multiple indexes are not useful. Consider a situation where you are filtering on two columns, Division AND Content Type. Because this is an AND operation, only the intersection where the filters for Division and Content Type match will be returned, this means that when the query is performed all of the items that match the Division filter will be returned first and then those items will be filtered by Content Type. If there are only 10 items matching a particular division, then you will have a sufficiently small set of data that an index on Content Type will not matter. If there are thousands of items that match the value for Division, then a compound index should be used. 
Compound indexes allow you to create an index on two columns allowing for more efficient queries. Compound indexes should be used when doing an AND operation on two columns. Metadata navigation is the only out of box SharePoint Server feature that uses compound indexes. When the metadata navigation feature is enabled, retry and fallback logic will be used even if metadata navigation controls are not configured for the list. Compound indexes are not be used by views unless it is a metadata navigation query.
Index performance effect
Indexes are required to perform queries on lists with more items than the list view threshold in a single container, and they can provide a significant performance improvement. While indexes are required to perform efficient queries on large lists and can greatly improve query performance, they can have an adverse effect on other operations because the index must be maintained. When items are created, updated, and deleted, any indexes the item participates in must also be updated. Testing was conducted with upload, update, and delete operations on a list with 10,000 items and the results showed that the impact between zero and 20 indexes was less than 10%.  
[bookmark: _Toc251320546]Index creation
By default the metadata navigation feature automatically creates single and compound indexes. From the metadata navigation settings page, you can disable this option. The metadata navigation feature automatically creates a single index for each supported column type and compound indexes for each supported combination of navigation hierarchies and key filters. Compound indexes are not created automatically for combinations of two key filters, although you can manually create them. Metadata navigation automatically creates single and compound indexes for most types of columns that support indexes. Single indexes are not automatically created for key filter types that have fewer values and may not be selective alone, including yes/no, single value choice or content type columns, but indexes are supported and can be manually created. The following figure shows a portion of the metadata navigation settings page.
[image: ]
Supported columns for single indexes 
The following information is about indexes that are automatically created by metadata navigation. Metadata navigation creates single value indexes for all columns that support creating an index. 
	Column Type
	Index Created

	Navigation Hierarchies
	

	Single value managed metadata
	Yes

	Multi value managed metadata 
	No (system indexed as multi-value)

	Content Type ID
	Yes

	Single Value Choice
	Yes

	Folder
	No (system indexed by folder)

	Key Filters
	

	Single Value managed metadata
	Yes

	Multi Value managed metadata
	No (system indexed as multi-value)

	Content Type ID
	No (can be manually created)

	Single Value Choice
	No (can be manually created)

	Multi Value Choice
	No (not supported as indexed)

	Number
	Yes

	Date
	Yes

	Yes / No
	No (can be manually created)

	Currency
	Yes

	User (Single value)
	Yes

	User (Multi value)*
	No (system indexed as multi-value)

	All Tags
	No (system indexed as multi-value. Special filter over all managed metadata values in the item)



Compound Indexes that are automatically created
With the metadata navigation feature users can select a navigation hierarchy and a key filter together. The metadata navigation feature automatically creates compound indexes for all supported combinations of navigation hierarchies and key filters. The following table shows the combinations that are supported. 
	Navigation Hierarchies
	Single Value Managed Metadata
	Multi Value
Managed Metadata
	Content Type ID
	Single Choice
	Folder

	Key Filters
	
	
	
	
	

	Single Value Managed Metadata
	Yes
	No
	Yes
	No
	No

	Multi Value Managed Metadata
	No
	No
	No
	No
	No

	Content Type ID
	Yes
	No
	No
	No
	No

	Single Value Choice
	No
	No
	No
	No
	No

	Multi Value Choice
	No
	No
	No
	No
	No

	Number
	Yes
	No
	Yes
	No
	No

	Date
	Yes
	No
	Yes
	No
	No

	User (Single)
	Yes
	No
	Yes
	No
	No

	All Tags
	No
	No
	No
	No
	No

	Yes No
	Yes
	No
	Yes
	No
	No

	Currency
	Yes
	No
	Yes
	No
	No

	User (Multi Value)
	No
	No
	No
	No
	No



[bookmark: _Toc256532987][bookmark: _Toc257268569][bookmark: _Toc258353308][bookmark: _Toc258744825]Metadata selectivity
Metadata selectivity increases in importance as the size of the list increases. The following recommendations still apply to any list size, but may not be so important for smaller lists.
Selectivity is the amount of items that need to be considered to return results for a query. There are two aspects to this: actual selectivity (the total number of results that match a query’s search condition) and throttling selectivity (the number of results that need to be considered after applying conditions that apply to indexed columns). Actual selectivity is the primary consideration when considering user experience. Throttling selectivity is the primary consideration when considering impact to the instance of SQL Server.
To effectively use metadata navigation and other list filtering mechanisms, metadata that is used for filtering must be selective. List views by default show 30 items so that users can scan results quickly to find what they are looking for. If queries return more than 30 results users must use paging to find results. If using a content query Web Part, 10-15 is a common number of results. If there are more results than this, then the additional results will not be displayed. Once you get into hundreds of results for a query it becomes difficult to find what you are looking for. Selectivity is also important to help prevent operations that exceed the list view threshold, which in the case of metadata navigation results in fallback and not all results are returned.  
[bookmark: _Toc256532988][bookmark: _Toc257268570][bookmark: _Toc258353309][bookmark: _Toc258744826]Content organizer and auto balancing
The content organizer can be the central component for organizing content in a document repository. Repositories that use the content organizer have a submission experience where users upload a document to it when it is in a final state. Some examples of scenarios that the content organizer can be used for are the following:
· Automatically routing documents based on metadata between and within sites.
· Routing documents and creating new folders automatically, such as folders based on day, month, and year.
· Automatically balancing the number of items in folders.
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The main purpose for most large lists is storing content so it can be retrieved. It is important to plan how users will retrieve content because this has the largest effect on performance of a large list and on the success of the large list implementation. Several features including search, metadata navigation, content query Web Parts, and views can all be used to help users retrieve content. Custom solutions, such as custom Web Parts that query against the data, are also commonly used. Plan ahead for how the Web site will be organized. You can use a central landing page, such as the home page of the Document Center, to rollup content and provide entry points into the large list. You can also use publishing pages to create a Web site where various topics are covered on each page and then Web Parts are used to pull related documents or items from the large list.    
· Any combination of search, content query Web Parts, metadata navigation, list views, and custom Web Parts can be used.
· Plan ahead for how content will be retrieved and which columns will be used to filter and sort.
· Plan out the basic page model. Consider whether all the work is done in the document library, or whether there is a landing page, or a multi-page model that links to related content.
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There are three main SharePoint features that can be used to query and filter list data with simple configuration. There are additional options for using custom code to query a list; those options are not described in this white paper.  
· Views allow you to configure columns that are displayed. There are a variety of display methods for list data. Views can be configured to filter and sort results based on columns. 
· Metadata navigation is a filtering control for SharePoint list views. When configured you can select metadata hierarchies and key filters to dynamically filter results that are displayed in a list view. 
· The content query Web Part displays data from SharePoint lists. Queries can be configured to return results from one or multiple lists. The content query Web Part is cached by default, but can be non-cached. 
· Search boxes or search results Web Parts can be used to return search results. These results can be scoped to a particular list and guided search can be done using the search metadata refinement controls to narrow the search results.  
	Query Method
	Usage

	List View & Metadata Navigation
	List views always access the SQL Server backend, resulting in the most expensive queries and causing higher SQL Server load. Use list views to provide more options for interacting with documents (check-in, checkout, editing properties) and real time access to data. 

	Content Query Web Part
	Content query Web Parts use the portal site map provider to cache queries and they render the least amount of HTML, resulting in the fastest query and render times. Use content query Web Parts for dynamic navigation and to perform multiple queries on a single page.

	Content Query Web Part Non Cached
	To provide real-time access to data the content query Web Part can always query the database directly. Use this configuration when the query cannot be cached, real time updates are required, and for pages that are accessed less than once per hour so the cache will never be populated. Initial load of a cached content query Web Part carries additional overhead.

	Search
	[bookmark: _GoBack]Use search queries to offload reads to a server infrastructure that is easier to scale and that is optimized for read performance. Search queries can be configured to use static queries or you can allow users to specify search queries.


[bookmark: _Toc250732789][bookmark: _Toc251320542][bookmark: _Toc256532991][bookmark: _Toc257268573][bookmark: _Toc258353312][bookmark: _Toc258744829]Content query Web Part
Summary of general recommendations:
· Use content query Web Parts to return items that users might frequently access, be interested in, or might help users discover content.
· When you are using a content query Web Part against a large list, you should filter items so the query does not exceed the list view threshold.
· You should only use columns with indexes for filtering.
· Do not use the content query Web Part to query multiple lists if the total amount of items considered is greater than the list view threshold for auditors and administrators (by default 20,000).
· Use caching for faster load times and less SQL Server load. 
The content query Web Part is used to retrieve content from lists. It can be used for pages, documents, and list items. By default, content query Web Parts are cached, which provides better performance and less effect on SQL Server resources. The default cache setting is for 30 minutes, so data remains fairly current, but this also means that the content query Web Part will use more SQL Server resources than search queries will use. Because content query Web Parts render the least amount of HTML they are faster for page rendering, and multiple content query Web Parts can be configured on a single page. Cached content query Web Parts will provide quick data access as list size increases. Non-cached content query web parts will have latency on par with a similar list view query. 
Content query Web Parts should be used as a navigational component and to provide content rollups on pages. For example you can use pages to provide overviews of content that is located in a document library, and then use content query Web Parts to return related pages and documents. Some other examples include items modified by the current user, newest items, and highest rated items. The content query Web Part can be used in high-read scenarios where most users do not need to perform list actions such as check-in, check-out, and manage versions. The following figure is a content query Web Part displaying highest rated documents:
[image: ]
The content query Web Part can be used to access content without entering a list view. Users might have a small amount of content that they frequently access or items that they want to track. On the Document Center site template three content query Web Parts are used by default: one that returns items modified by the logged in user, another for highest rated documents, and a third for most recent documents. Combined, all three of these content query Web Parts provide a landing page that provides content that a user might frequently access or be most interested in. This supports discovering new content and quickly accessing frequently used documents. Another example is creating a favorites list so users can mark content to track and then use a content query Web Part to return the list of favorites so users can quickly access the content they frequently use without accessing the list itself. 
When you use a content query Web Part with a large list, there are some important things to keep in mind so that it correctly returns results and does not get blocked by the list view threshold. Items must be filtered to an amount that is lower than the list view threshold by using an indexed column. We do not recommend that you use cross list queries when one of the lists is a large list. If the total number of items considered in the cross list query is greater than the list view threshold for auditors and administrators (by default 20,000) then the operation is blocked.

[bookmark: _Toc256532992][bookmark: _Toc257268574][bookmark: _Toc258353313][bookmark: _Toc258744830][bookmark: _Toc250732777][bookmark: _Toc251320530]Search Web Parts

Search queries scale better than directly accessing SQL Server resources because search is optimized for high-read scenarios and it is easier to scale out to multiple search index and query servers compared to scaling SQL Server instances. You can use preconfigured search Web Parts, search boxes, or a combination to help users retrieve content. Search queries provide a method of offloading queries to search indexes, reducing SQL Server load. Search queries are also less affected by list size compared to content query Web Parts or list view queries. 
You can use search in any scenario to display results from pre-configured or user-specified queries. Search provides the best performance at high scale points. Search should not be used if list actions must be performed on items or if data must be displayed in real time since results are only as current as the most recent crawl. There are three search web parts that can be used. 
	Core Results Web Part
	Complete results with paging, and the most full featured Web Part. It can take system or user specified queries.

	Federated Results Web Part
	A small set of results with an optional link to access to the full results. 

	Search Box Web Part
	A Web Part that is used to take user input for a query. 


[bookmark: _Toc256532993][bookmark: _Toc257268575][bookmark: _Ref257271491][bookmark: _Toc258353314][bookmark: _Toc258744831]List views

List views and metadata navigation can support content retrieval in large document libraries with folders and indexes or both. Querying with a list view is done in real time and queries the SQL Server database directly. This provides the most recent results, but it also has the largest effect on performance. Overall throughput will decrease and latency of operations will increase with large list sizes. List views also render the most content for a page to load so page rendering time is often higher with a list view. 
Metadata navigation and list views should be used when the ability to perform list view actions on items is required. List views can be the primary method of working with a list in low-read scenarios. In scenarios that have many read operations, you might want to consider other query methods as the primary method for accessing list data.  
 View configuration
Summary of general recommendations:
· Carefully select the columns that are used in views. More columns means more data to render, which increases page load time. There is a tradeoff between page load time and optimal user experience.  
· Minimize the amount of lookup columns such as managed metadata and people and groups in views because this will cause joins with other database tables and increase database load.
· Do not use totals for columns.
· If views are not filtered by using indexed columns, select the option to show items in folders, and ensure that individual folders do not have more items than the list view threshold.
· Views should be filtered on indexed columns to reduce the amount of items that are returned to less than the list view threshold (especially if there are no subfolders or if folders contain more items than the list view threshold).
· Enable the metadata navigation feature to return the most recent results for queries that would otherwise be prevented by the list view threshold. This will be enabled by default on almost all sites.
· If you are using filtered views in combination with metadata navigation, consider using per-location views to create unfiltered views for metadata navigation pivots so all results are returned.
Number of columns and lookup columns
Views are the most common method used to access list data. Views should be carefully selected to optimize how users can find content and to meet performance requirements. For a large list, pay special attention to how views are configured. We recommend only standard views and custom views. Datasheet, Gantt, and Calendar views are not recommended with lists that exceed the list view threshold because they may be blocked by the list view threshold. Views should have as few columns as possible, but be especially careful with the number of lookup columns (managed metadata, people and groups, and lookup types) because lookups perform joins on other tables, which affects performance. 
Column filtering and totals
The new list view threshold in SharePoint Server 2010 presents a major change to how views must be used with large lists. Users will get errors if views attempt to return more results than the list view threshold. Using totals on a large list will always be blocked by the list view threshold so do not use them. The number of items that must be scanned is what matters, not necessarily the number of rows that are returned. If a view has a filter where the column Color = “Red” and color is not an indexed column then it might be prevented. Even though there may only be 100 items that match this query, if there are 10,000 items in the list then it will need to scan 10,000 items. In this case users will get an error when they try to access the view. To solve this problem you can use folders, filters and indexing, and metadata navigation.  
[bookmark: _Toc250732773][bookmark: _Toc251320524]Folders
If a list is organized so that no folder contains more items than the list view threshold you can select the option to show items in folders. Showing all items outside of folders should be avoided unless you have mechanisms in place to filter the results to amounts below the list view threshold.  
[bookmark: _Toc250732774][bookmark: _Toc251320525]Indexing
In an earlier example performing a query on the column Color failed because it was not indexed. To solve this problem the Color column could be indexed and then queries will work if the values are distinct enough. If there are only 100 red items then this will work, but if there are more items that match than the list view threshold, then even with indexing it will still be blocked. The ID field, folder structure and multi value lookups are indexed in the system by default. Any new columns that are created and used for filtering must have indexes manually created. 
[bookmark: _Toc251320529]Example views
Recently changed items
The Recently Changed Items view is used to show the most recently changed items. It can be used for the default view when users frequently access content from a variety of sources that have been recently modified. It is easy to configure this view because it uses system metadata that is always set for every item. For a large list, you must either set the item limit to an amount under the list view threshold or filter the results to an amount less than the list view threshold. To create this view, you must index the modified field and sort in descending order. Specify a filter for the Modified column and use the formula, [Today]-x, where x is the number of days’ worth of data to be shown. Select the option, greater than or equal. The formula, [Today-x], should return an amount of items less than the list view threshold. 
My Items
The My Items view can be used in repositories where users frequently access their own documents. This view is easy to configure because it uses system metadata that is always set for every item. In this view, you filter by Modified By or Created By columns by both columns. To create this view in the filters, select the Modified By column, set the value to [ME], and then set a second filter with OR on the Created By column with the value also set to [ME]. The Created By column should be used in addition to the Modified By column when multiple users edit the same documents. Modified By is not a multiple user column, so this view will not necessarily show all the documents a user has ever modified. In this example both columns should be indexed because it is an OR operation.  
[bookmark: _Toc258744832]Conclusion
SharePoint Server 2010 provides new and improved features that enhance the user experience and performance of working with large lists. Throttles and limits protect the performance of the farm for other users and prevent operations from consuming a disproportionately large amount of SQL Server resources. Metadata enhancements and metadata navigation provide an enhanced experience for retrieving list data and content query web parts, search, and list views can be configured to work with large lists. Careful planning is still required to create the right solutions for your needs, but large lists can be developed quickly with configuring out-of-box solutions that have been designed to work with good performance.  

Pros
Great as a navigation component, for example link to related documents or pages.
Simple configuration to display different columns.
Multiple content query web parts can easily be used on one page.
Fastest rendering time compared to search and list views.
Cached by default, reducing SQL load.


Cons
Only a limited number of properties can be displayed .
Links only go directly to items such as the document, page, or list item itself.
You cannot perform list actions.






Pros
Offload queries from SQL Servers to easier to scale search servers. 
Search query and index servers are more scalable and better performing than directly querying SQL Server.
Results are based on full text search of documents rather than only on metadata.
Summaries of text provide more information about results than content query web parts.


Cons
Results are the least  current and are  only as up to date as the most recent crawl.
Results do not display column values.
You cannot perform list actions. 






Pros
List view actions such as check-in, check-out, and editing properties can be used to interact with documents.
Easy to customize views and display different columns.
Highly interactive experience for dynamic filtering and sorting of results in real time.


Cons
Most expensive performance for latency and throughput.
Slowest rendering time
The best user experience is with only one list view web part per page.
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